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1 Introduction

Treebanks have at least two uses: Firstly, as data for theoretical linguists to search
through for theoretically relevant patterns, and secondly as training and “gold stan-
dard” testing material for computational linguists developing parsers and other lan-
guage technologies. Treebanks are generally the result of a manual or semi-manual
mark-up process. They thus can contain annotation errors from automatic prepro-
cesses, human post-editing, or human annotation. The presence of errors can cause
problems for both theoretical and computational linguists, making for low preci-
sion and recall of queries for already rare linguistic phenomena, and for less reli-
able training and evaluation of natural language processing technology. Investigat-
ing the quality of treebank annotation and improving it where possible is therefore
desirable both from a theoretical and a computational linguistic perspective.

Given that the creation of treebanks typically involves a manual or semi-manual
process, the lack of consistency of humans is an important potential source of an-
notation errors. The idea that variation in annotation can indicate annotation errors
has recently been explored to detect errors in part-of-speech (pos) annotation (van
Halteren, 2000; Eskin, 2000; Dickinson and Meurers, 2003). The method for de-
tecting variation in pos-annotation we proposed inDickinson and Meurers(2003)
is related to the common interannotator agreement evaluation (cf., e.g.,Brants and
Skut, 1998) which compares multiple annotations of the same sentence at the same
corpus position. Our inconsistency detection approach differs, however, from the
interannotator agreement approach in that it compares the occurrence of identical
words with similar contexts throughout a single annotated version of the corpus. In
this paper, we discuss how one can extend our approach to the detection of errors
in syntactic annotation.



2 Starting point: Variation detection for pos-annotation

In part-of-speech tagging, there is a lexically determined set of tags that can in
principle be assigned to each word occurring in a corpus. The tagging process
reduces this set of lexically possible tags to the correct tag for a specific corpus
occurrence. A particular word occurring more than once in a corpus can thus be
assigned different tags in a corpus. This is what inDickinson and Meurers(2003)
we refer to asvariation. Such variation in corpus annotation is caused by one of
two reasons: i)ambiguity: there is a word (“type”) with multiple lexically possible
tags and different corpus occurrences of that word (“tokens”) happen to realize
the different options,1 or ii) error: the tagging of a word is inconsistent across
comparable occurrences.

The main idea behind the proposal inDickinson and Meurers(2003) is to to de-
tect so-calledvariation n-grams. These variation n-grams are recurring stretches of
text with variation in the annotation, the source of the variation being the so-called
variation nucleus. The variation nucleus is a word which has different taggings de-
spite occurring in the same context, in this case surrounded by identical words. For
example, in the Wall Street Journal (WSJ) corpus (Taylor et al., 2003), the string
in (1) is a variation 12-gram sinceoff is a variation nucleus that in one corpus oc-
currence of this string is tagged as preposition (IN), while in another it is tagged as
a particle (RP).

(1) to wardoff a hostile takeover attempt by two European shipping concerns

To use this idea in practice for the detection of pos-annotation errors,Dickinson
and Meurers(2003) propose an efficient way of computing all variation n-grams for
a corpus and define heuristics for deciding whether a particular variation is an am-
biguity or an error. The variation n-grams are calculated using an algorithm which
essentially is an instance of the a priori algorithm used in information extraction
(Agrawal and Srikant, 1994). It obtains all variation n-grams fromn = 1 to the
longestn for which there still is variation in the corpus. The algorithm finds the
variation nuclei and works outward to the right and left in order to find longer and
longer stretches of text which still contain a nucleus with variation in its tagging.
By filtering these variation n-grams with two heuristics—trust variation nuclei with
long contexts, distrust variation on the fringe of a variation n-gram—the method is
shown to detect a large number of tagging errors in the Wall Street Journal corpus
with high precision.

1For example, the wordcan is ambiguous between being an auxiliary, a main verb, or a noun and
thus there is variation in the waycanwould be tagged inI can play the piano, I can tuna for a living,
andPass me a can of beer, please.



3 Detecting variation in syntactic annotation

3.1 Defining variation nuclei for syntactic annotation

To adapt the variation n-gram method for the detection of errors in syntactic anno-
tation, we must define what constitutes a nucleus as the unit of data for which we
compare annotations. ForDickinson and Meurers(2003), single words (tokens)
were the unit of data and each word was paired with a part-of-speech tag as the
annotation we were interested in comparing. For syntactic annotation it is not as
straightforward to determine a unit of data with a one-to-one relation to the syn-
tactic category annotation we want to compare since the syntactic category labels
annotate constituents, which are strings (token lists) of different length. In other
words, the length of the string making up a constituent is determined by the anno-
tation, but we are looking for a theory-independent, data-driven definition of the
nuclei for which the annotation is compared.

As a solution to this problem, we decompose the variation n-gram detection
for syntactic annotation into a series of runs with different nucleus sizes. Each run
detects the variation in the annotation of strings of a specific length. By performing
such runs for strings from length 1 to the length of the longest constituent in the
corpus we ensure that all strings which are analyzed as a constituent somewhere in
the corpus are compared to the annotation of other occurrences of that string.

There are two things worth pointing out about this method for comparing syn-
tactic annotation: Firstly, when comparing the annotation of a string of a specific
length, only the category assigned to that entire string is compared. The internal
structure of a constituent, i.e., the syntactic annotation of its substrings, is inspected
when the nuclei of the length of the respective substring are compared, i.e., during a
different run. Secondly, since we organize the variation detection as a data-driven
search from strings of a particular length to the syntactic categories assigned to
those complete strings, we need to decide how to handle the case in which a string
has an occurrence in which it is not analyzed as a constituent and therefore not
assigned a syntactic category. To handle those cases, we assign all non-constituent
occurrences of a string the special labelNIL . Note that this has the effect that a
string occurring multiple times in the corpus without ever being annotated as a
constituent will not show up as variation.2

2Our method therefore does not detect differences in constituents which have one but not both
constituency borders within the nucleus, as e.g., the variation betweenA[B X Y] C andD[E X] Y F

or [DE X Y] F (with the nucleus shown in the underlined gray box). One could explore using a
range of special labels to encode more information about those differences, but we do not pursue
this here since it violates the general idea of our approach to compare the annotation of identical
recurring nuclei given that A, B, and C differ from D, E, and F (if they are identical, the variationis
caught by our approach when the nucleiB X Y , E X, andD E X Y are investigated).



Let us take a look at an example from the WSJ treebank, the variation 12-gram
in (2), which includes a nucleus of size two.

(2) market received its biggest joltlast monthfrom Campeau Corp. , which

The stringlast monthis a variation nucleus in this 12-gram because in one instance
in the corpus it is analyzed as a noun phrase (NP), as in Figure1 while in another
it does not form a complete constituent on its own, as shown in Figure2.
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Figure 1: An occurrence of “last month” as a constituent
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Figure 2: An occurrence of “last month” as a non-constituent

As another example, take the variation 4-gramfrom a year earlier, which ap-
pears 76 times in the WSJ. Out of those, the nucleusa yearis labeled noun phrase
(NP) 68 times, and 8 times it is not annotated as a constituent. Finally, an example
with two syntactic categories involves the nucleusnext Tuesdayas part of the vari-
ation 3-grammaturity next Tuesday, which appears three times in the WSJ. Twice
it its labeled as a noun phrase (NP) and once as a prepositional phrase (PP).

Having clarified how we can (re)define the notion of a variation nucleus to de-
tect variation in syntactic annotation, we now take a closer look at how the variation
nuclei and the variation n-grams are computed for a given treebank.

3.2 Computing the variation nuclei of a treebank

A simple way of calculating all variation nuclei would be to perform the following
steps for alli between 1 and the length of the longest constituent in the corpus:
First, step through the corpus and store all stretches of lengthi with their category



label, or with the special labelNIL if that list of corpus positions is not annotated
to be a constituent. Second, eliminate the non-varying ones.

However, such a generate-and-test methodology which for every corpus po-
sition stores the list of words of lengthi for all i up to the length of the longest
constituent in the corpus is clearly not feasible for dealing with larger corpora. In-
stead, we can make use of the observation from the last section that a variation
necessarily involves at least one constituent occurrence of a nucleus. We thus ar-
rive at the following algorithm to calculate the set of nuclei for a window of length
i(1 ≤ i ≤ length-of-longest-constituent-in-corpus):

1. Compute the set of nuclei:

a) Find all constituents of lengthi, store them with their category label.

b) For each distinct type of string stored as a constituent of lengthi, add
the labelNIL for each non-constituent occurrence of that string.

2. Compute the set of variation nuclei by determining which of the nuclei were
stored in step 1 with more than one label.

In addition to calculating the variation nuclei in this way, we generate the varia-
tion n-grams for these variation nuclei as defined inDickinson and Meurers(2003),
i.e., we search for instances of the variation nuclei which occur within a similar
context. The motivation for the step from variation nuclei to variation n-grams is
that a variation nucleus occurring within a similar context is more likely to be an
error. Regarding what constitutes a similar context, for the purpose of this paper
we simply define it as a context of identical words surrounding the variation nu-
cleus, just as inDickinson and Meurers(2003). To increase the recall of the error
detection method one could experiment with using a less strict notion of similar-
ity, such as requiring the context surrounding the nucleus to consist of identical or
related pos-tags instead of identical words.

4 A case study: Applying the method to the WSJ

To test the variation n-gram method as applied to syntactic annotation, we did a
case study with the already mentioned WSJ corpus as part of the Penn Treebank 3
(Marcus et al., 1999). Before presenting the results of the case study, there are a
couple of points to note about the nature of the corpus and the format we used it in.

Syntactic categories and syntactic functions The syntactic annotation in the
WSJ includes syntactic category and syntactic function information. The annota-
tion of a constituent consists of both pieces of information joined by a hyphen, e.g.,



the label NP-TMP is used to annotate a constituent of category NP which functions
as a temporal modifier. The syntactic category of a constituent is generally deter-
mined by the lexical material in the covered string and the way this material is
combined; the syntactic function of a constituent, on the other hand, is determined
by the material outside of the constituent. For example, one can determine that the
string “last month” can be an NP just based on the string; but we have to look at
the surrounding material in order to determine whether “last month” is used as an
argument or an adjunct. In consequence, the consistency test of the mapping from
strings to their syntactic annotation we are proposing in this paper is most appro-
priate for the syntactic category annotation, and we thus focus on this annotation
for our case study. Nevertheless, the variation n-gram approach is also applicable
to syntactic function annotations because a variation n-gram is a nucleus within a
context, i.e., within an environment which constrains the syntactic function of the
nucleus—something we intend to explore in future work.

For the case study, we used the TIGERRegistry developed at the University of
Stuttgart to import the corpus into the TIGER-XML format (König et al., 2003).
The TIGERRegistry import filter we used removes the function labels from the
categories and places them as edge labels onto the edge above the category; e.g., a
temporal noun phrase (NP-TMP) becomes a noun phrase node (NP) under an edge
labeled temporal (TMP). The TIGER-XML format allows easy access to the tokens
and the syntactic category labels using XSLT, and our variation n-gram algorithm
then runs on the result of this process.

Null elements In addition to providing the syntactic category and function anno-
tation, the WSJ annotators also modified the corpus text by inserting so-called null
elements, e.g., markers for arguments and adjuncts which are realized non-locally,
or unstated units of measurement (cf.Bies et al., 1995, p. 59). The syntactic an-
notation of these empty elements is largely determined through theoretical con-
siderations and the non-local occurrence of linguistic material, i.e., not the empty
element itself or its local context. In other words, the variation in the annotation
of a null elements as the nucleus is largely independent of the local environment
so that such nuclei should be ignored when testing for the consistency of the map-
ping from strings to their syntactic annotation. We will see an illustration of this
conclusion in the discussion of the case study results in the next section.

Unary branching Finally, we need to discuss a special type of syntactic con-
stituency which is directly relevant when talking about the possible mappings from
strings to constituency: categories dominating only a single daughter. The syntactic
annotation in the WSJ makes use of such unary branches, which are motivated by



theoretical considerations. For our discussion, the important aspect is that a unary
branch causes the same string to be annotated by two distinct categories, which
would be detected as a variation in the annotation of this string. To instead obtain
the interpretation that the two syntactic categories conjunctively characterize the
string, we replaced all unary syntactic structures with a category label consisting
of the mother and the daughter category. For example, as discussed inBies et al.
(1995), a quantifier phrase (QP) which is missing a head noun, such as10 million,
in the WSJ is dominated by a noun phrase (NP) node in a unary structure. We
replace this structure with the new category label NP/QP. This conversion added
70 syntactic category labels to the original 27 labels3 used in the WSJ.4

4.1 Results from the WSJ

Using the WSJ corpus in the format described above, we ran the variation n-gram
method for every possible nucleus size. As shown in Figure3, the WSJ contains
constituents from size 1 to size 271, making these the only possible nucleus sizes.
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Figure 3: Constituent length in the Wall Street Journal Corpus

The largest repeating string with variation in its annotation is of size 46. Figure
4 shows the number of variation nuclei for sizes 1 through 46.5 In total, there
are 34,564 variation nuclei, more variation than with the part-of-speech variation
analysis whereDickinson and Meurers(2003) report 7033 variation nuclei.

3The manual (Bies et al., 1995) defines 26 category labels; additionally the part-of-speech label
CD occurs as a category label in the corpus, which is probably an error.

4Of the 70 added labels, two are noteworthy in that they display multiple levels of unary branch-
ing, namely NP/NP/QP for3 1/2and PRN/FRAG/WHADJP forhow incompetent at risk assessment
and evaluation. The former appears in variation and is an error, while the latter appears to be correct.

5Nucleus sizes with zero counts are omitted.



i nuclei i nuclei i nuclei i nuclei i nuclei

1 9150 8 122 15 8 22 3 35 2
2 14654 9 87 16 10 23 3 36 1
3 6156 10 69 17 10 24 3 37 1
4 2520 11 45 18 9 26 1 45 2
5 1022 12 37 19 9 27 2 46 2
6 393 13 18 20 6 28 4
7 196 14 15 21 2 31 2 total 34,564

Figure 4: Nucleus size and number of different nuclei

To evaluate the precision of the variation n-gram algorithm, we need to know
which of the detected variation nuclei actually include category assignments that
are real errors. To do so, we examine the distinct variation nuclei, where bydis-
tinct we mean that each corpus position is only taken into account for the longest
variation n-gram it occurs in.6 Furthermore, as shown inDickinson and Meurers
(2003), variation nuclei which appear on the fringe of a variation n-gram (i.e., nu-
clei which border words that are not part of the variation n-gram) are unreliable for
determining whether there is an error or not. Thus, for syntactic error detection, we
examined only non-fringe nuclei, giving us a total of 6277 distinct variation nuclei,
as shown in Figure5.

i nuclei i nuclei i nuclei i nuclei i nuclei

1 3165 8 92 15 2 22 1 35 3
2 1235 9 75 16 13 23 2 36 2
3 705 10 64 17 10 24 4 37 2
4 338 11 58 18 18 26 5 45 3
5 152 12 37 19 22 27 4 46 4
6 131 13 29 20 6 28 4
7 82 14 6 21 1 31 2 total 6277

Figure 5: Non-fringe distinct nuclei counts

From these 6277, we randomly sampled 100 examples and marked for each
nucleus whether the variation in the annotation of the instances of this nucleus
was an annotation error or an ambiguity. We found that 71 out of 100 examples
were errors. The 95% confidence interval for the point estimate of .71 is (.6211,
.7989), i.e., the number of real errors detected in the 6277 cases is estimated to
be between 3898 and 5014. Note that these are counts of distinct variation nuclei

6This eliminates the effect that each variation n-gram instance also is an instance of a variation
(n-1)-gram (forn > size-of-nucleus).



(i.e., recurring strings). By their definition, each variation nucleus has at least two
instances which differ in their annotation; each variation that is not an ambiguity
thus corresponds to at least one instance (but possibly more instances) of erroneous
annotation.

Ambiguities Of the 29 ambiguous nuclei in the sample, ten are a null element
(nucleus size of one) that vary between two different categories and the ambiguity
arises because the null element occurs in place of an element realized elsewhere.
For instance, in example (3), the null element*EXP* (expletive) can be annotated
as a sentence (S) or as a relative/subordinate clause (SBAR), depending on the
properties of the clause it refers to.

(3) a. For cities losing business to suburban shopping centers , it*EXP* S

may be a wise business investment * [S to help * keep those jobs and
sales taxes within city limits] .

b. But if the market moves quickly enough , it*EXP* SBAR may be im-
possible [SBAR for the broker to carry out the order] because the in-
vestment has passed the specified price .

Removing null elements as variation nuclei of size 1 reduces our set of non-
fringe distinct variation nuclei to 5584, and changes our proportion of errors to 71
out of 90 (78.9%). The 95% confidence interval becomes (.7046, .8732), meaning
that out of the 5584 examples, we are 95% confident that there are between 3934
and 4875 errors.

Another six ambiguities deal with coordinate structures. In the guidelines of
the Penn Treebank (Bies et al., 1995), there is a distinction made for simple and
complex coordinate elements. Even if an element is simple (i.e., non-modified), it
is annotated like a complex element when it is conjoined with one. In Figure6, for
example,interestis part of a flat structure because all the nouns are simple.
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Figure 6: An occurrence of “interest” in a flat structure

In Figure7, on the other hand,interestis an NP because it conjoins with a mod-
ified noun, which must be NP. These coordination ambiguities are systematic, but



different from our decision to exclude null elements from being variation nuclei,
no simple way to eliminate this ambiguity seems to be available.
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Figure 7: An occurrence of “interest” in a complex coordinate structure

5 Related work

Testing interannotator agreement involves comparing syntactic annotations and
thus is related to the variation n-gram approach discussed in this paper.Brants
and Skut(1998) discuss automating the comparison of two syntactic annotations
of a sentence in interannotator agreement testing. Based onCalder(1997), they
propose to select the nodes from one annotation and search for a node with the
same terminal yield in the second annotation. The process is driven by the selec-
tion of non-terminals from one of the annotations and thus is asymmetric in nature.
As a result, the full comparison involves running the process in both directions,
selecting from the first annotation and comparing with the second as well as the
other way around. In comparison, we have described a symmetric, data-driven
method that starts from the occurrence of recurring strings and searches for non-
terminals that can cover these strings. The method handles comparisons between
more than two sentences since it looks at all occurrences of a given string in paral-
lel. Finally, Brants and Skut(1998) are only concerned with a comparison on the
sentence level, whereas the approach we have presented automatically determines
comparable strings, which can be smaller or larger than a single sentence.

Wallis (2003) argues for moving from a sentence-by-sentence correction ap-
proach (longitudinal correction) to what he callstransversecorrection: correction
on a construction-by-construction basis across the whole corpus. The variation n-
grams method also looks for consistency across the corpus and thus is an instance
of a transverse correction approach; but different fromWallis (2003) who proposes
a theory-driven approach in which one manually searches the corpus for particu-
lar linguistic constructions, our approach detects variation based on an automatic,



data-driven process searching for strings that reoccur in the corpus.
Blaheta(2002) provides an interesting categorization of errors into three classes,

based on whether an error is detectable, fixable, or not covered by the annotation
guidelines. Human inspection and hand-written rules are used for error detection
and correction.

Finally, the variation n-gram method highlights those aspects of an annotation
scheme which were difficult for annotators to agree upon. This brings into focus
the limit of annotator precision with a given set of guidelines.Sampson and Babar-
czy (2003) discuss annotation schemes which do not require human annotators to
make distinctions that cannot be made reliably andVoutilainen and Järvinen(1995)
show that 100% interannotator agreement is possible for both part-of-speech and
syntactic annotation when difficult distinctions are eliminated.

6 Summary

We have shown how an approach to treebank error detection based on so-called
variation n-grams can be defined and illustrated with a case study based on the WSJ
treebank that it successfully detects inconsistencies in syntactic category annota-
tion. Since such inconsistencies are generally introduced by humans our method
works best for large corpora that have been annotated manually or semi-automatic-
ally, which is generally the case for current syntactic and other high-level annota-
tion.

Our work serves two main purposes for treebank improvement. It is a means
for finding erroneous variation in a corpus, which can then be corrected. And
it provides feedback for the development of empirically adequate standards for
syntactic annotation, showing which distinctions are difficult to maintain over an
entire corpus. Additionally, as a method for comparing syntactic annotation, our
work could have uses for interannotator agreement testing and parser evaluation.
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