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Treebank Evidence for the Analysis of PP-Fronting
Gosse Bouma
Computational Linguistics
Rijksuniversiteit Groningen

1

Introduction

A long-standing discussion in Dutch linguistics is concerned with the status of the
PP in sentences like (1). In (1-a), a full PP appears in sentence initial position, and
in (1-b), the initial pronoun daar is interpreted as the object of the preposition naar.
(1)

a.

b.

Naar deze gebeurtenis wordt nu nader onderzoek gedaan.
Into this event
is
now further research done
Further research on this event is now done
Daar is echter nauwelijks onderzoek naar verricht
There is however hardly
research into carried out
However, hardly any research on this has been carried out

The PP can be seen as a dependent of the noun onderzoek or of the main verb, thus
the basic structure for sentence (1-a) could be either as in (2-a) (V + PP) or as in
(2-b) (N + PP).
(2)

a.

b.

VP
NP

PP

onderzoek

VP
NP

V

doen
naar NP

N

V
PP

doen

onderzoek
naar NP

The proper analysis of examples like those in (1) has been the topic of a heated debate (in Klein and van den Toorn (1977, 1979), and Kooij and Wiers (1979), among
others), initiated by the observation in Bach and Horn (1976) that, according to
the then current version of Transformational Grammar, extraction from NPs should
not be possible in languages like Dutch. Thus, they are forced to adopt analysis
(2-a) for both (1-a) and (1-b).
A similar issue arises in German. De Kuthy (2000) notes that sentences such
as (3) (which she refers to as ’NP – PP split’) have often been analyzed as involving
15

extraction out of NP, but also as involving extraction out of a VP (perhaps after
reanalysis).
(3)

Über Syntax hat Hans sich ein Buch ausgeliehen
about syntax has Hans self a book borrowed
Hans borrowed a book on syntax

The N+PP analysis is intuitively plausible, as there seems to be a strong semantic
relation between the noun and preposition. Furthermore, N+PP may precede the
finite verb in main clauses, and thus clearly forms a constituent in some cases.
Also, when N is preceded by certain definite determiners, fronting of the PP is
almost impossible. This suggests PP-fronting is subject to a constraint on extraction
from NP, something which seems highly problematic for a V+PP analysis. The
V+PP analysis, on the other hand, is supported by the fact that PP-fronting seems
to occur only with certain verbs. Furthermore, some nouns clearly select a PP, but
do not allow fronting of this PP.
When constructing a treebank for Dutch, one frequently encounters examples
such as (1) and a decision has to be made as to how to annotate these. The syntactic
annotation of the Corpus of Spoken Dutch (CGN) (Moortgat, Schuurman and van
der Wouden 2000) adopts an N+PP analysis for the following type of example:
(4)

daar heb ik helemaal geen zin in
there have I totally no desire for
I have no desire for that at all

The Alpino-treebank of written Dutch,1 on the other hand, has opted for the V+PP
analysis. As one of the design goals of the Alpino-treebank was to produce output
compatible with CGN, it seems that the annotation guidelines for either Alpino or
CGN need to be reconsidered.
In this paper, we investigate to what extent corpus data can be used to decide on
this matter. A corpus-based approach seems appropriate for at least two reasons.
First, the claim that certain determiners block PP-fronting as well as the claim that
PP-fronting occurs only with certain verbs, can be verified using corpus data. Second, there has been considerable disagreement between authors on the status of
examples that were crucial in arguing for one or the other position. Examples considered ungrammatical in one paper were considered to be acceptable by authors
arguing for a different analysis.2 Coppen (1991) notes that the examples in his
paper show varying acceptibility, and that linguistic intuitions with respect to these
1

see van der Beek et al. (2002) and www.let.rug.nl/~vannoord/trees
See Klein and van den Toorn (1977, p. 432), Klein and van den Toorn (1979, p. 105) and Kooij
and Wiers (1979, p. 488).
2
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data even seem to change over time.
In section 2, we describe the construction of a syntactically annotated corpus.
Next, we investigate the role of the verb and the determiner in PP-fronting. We
conclude that the verb plays an essential role in PP-fronting and that the preference
for indefinite NPs PP-fronting may be related to this. We also observe that PPs may
be included in relatives modifying the noun. This seems highly problematic for
an N + PP analysis. A number of patterns which have been used as arguments for a
particular analysis, are practically absent in the corpus. We conclude that the corpus data suggest that the V+PP analysis is more likely than the N+PP analysis, and
that these expressions are best analyzed as phrasal verbs involving a prepositional
complement.

2

Treebank Construction

We used the newspaper sections of the Twente News Corpus3 (TWNC) as our initial
corpus. The corpus contains text from major Dutch newspapers in the period 19942001, and has a size of approximately 300 million words. We believe that, at least
for the phenomenon we are interested in, this corpus is representative for Dutch in
general.
The discussion referred to in the introduction has focused on N+PP combinations displaying a strong semantic relation between the noun and the PP. Our first
goal was to identify a number of such nouns in the corpus. To find N + P pairs
with strong collocational properties, we ranked all N + P bigrams from the corpus
using the log-likelihood-test of Dunning (1993). From the resulting list, we selected 16 bigrams as suitable candidates for our research (see table 1). Highly
ranked bigrams which we discarded were parts of names (ministerie van (ministry
of)), parts of complex prepositions ((in) tegenstelling tot ((as) opposed to)), and
bigrams which did not occur in PP-fronting sentences.
Next, we automatically constructed two treebanks. The general corpus consists of sentences containing the relevant N + P combination. From the TWNC, we
initially extracted 10.000 sentences per N + P collocation containing both N and P.
155.000 sentences were selected in total (as some bigrams did not occur 10.000
times). The dependency tree for each sentence was computed using the Alpinosystem.4 From the resulting treebank, we selected5 those cases where the NP
headed by N and the PP headed by P are both dependents of the same verb, or the
PP is a dependent of N, and the NP headed by N is a dependent of a verb (i.e. and
3

wwwhome.cs.utwente.nl/~druid/TwNC/TwNC-main.html
www.let.rug.nl/~vannoord/alp
5
using the XML-tool for searching dependency trees described in Bouma and Kllosterman (2002).
4
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behoefte aan
need for
belangstelling voor interest in
bezwaar tegen
objections against
contact met
contact with
discussie over
discussion about
gebrek aan
lack of
gesprek over
conversation about
informatie over
information about

kritiek op
critique on
onderzoek naar investigation into
protest tegen protest against
relatie tussen relation between
twijfel aan
doubt about
verhaal over story about
verschil tussen difference between
vraag naar
demand for

Table 1: Selected N+P collocations
not part of a PP or other non-verbal constituent). Almost 51.000 sentences (containing 2.000 to 4.000 examples per N+P collocation) satisfy the syntactic selection
criteria.
The second, split, corpus, consisted of PP-initial sentences and sentences containing a discontinuous PP consisting of an R-pronoun and a preposition (i.e. as
in (1-b)). All sentences from the TWNC containing both N and P, but where P was
also the first word in the string, were collected. Initially, this set consisted of almost 6.000 sentences. After syntactic analysis and selection, this was reduced to
approximately 2.400 cases. The corpus was extended with all cases from the general corpus, containing a discontinuous PP. This gave rise to another 1.100 cases.
Thus, the split corpus contains about 3.500 sentences (containing between 35 and
615 examples per N + P bigram).
Using an automatically constructed treebank, rather than raw or POS-tagged
text, is essential for our purposes for two reasons. First, not all sentences containing
N and P are actually valid instances of the pattern we are interested in (P might be
heading a PP containing an NP headed by N, or the PP might be part of another NP,
for instance). Second, we want to investigate which verbs co-occur with these N+P
collocations. Therefore, we must be able to determine which verb actually selects
for the NP headed by N. As we are interested in investigating the status of the PP,
we need to consider both the case where the PP is analyzed as a dependent of N and
the case where the the PP is analyzed as a dependent of V.
The main reason why we opted for using an automatically constructed treebank, instead of a manually annotated treebank, is size. Eventhough we used the
full 300 million word TWNC as our source, the split corpus is relatively small, often
containing less than 100 examples per N + P bigram. The largest manually annotated
treebank for Dutch, CGN, contains only 1 million words, and contains only a few
N + P bigram occurring more than 3 times in a split configuration. Still, one might

18

wonder whether automatic analysis is sufficiently reliable to create a representative corpus. Allthough automatic analysis is not completely error-free,6 the effect
it has on the task at hand seems small. Automatic analysis does reliably filter cases
where the NP is not a dependent of a verb, or where the NP and PP are dependents
of a different verb. Also, the main verb selecting NP or both NP and PP is identified
reliably. Finally, note that manually annotated corpora are not error free either. For
the Alpino-corpus, for instance, at the end of the project an inter annotator agreement of 94.6% was achieved. Thus, the difference in reliability between manually
and automatically annotated data is a gradient, rather than absolute. Nevertheless,
errors do sometimes occur, and thus we did manually inspect many of the results
found in the experiments below, especially cases involving small numbers.

3

The role of the verb

The idea that fronting of a PP or a discontinuous PP is possible only with certain
verbs, has been used as argument for the V+PP analysis. In this section, we investigate whether corpus-data confirm this intuition.
Using the information provided by automatic syntactic analysis, as described
in the previous section, we we counted how often a specific verb occurs with a
specific N+P collocation in the general and in the split corpus. In particular, we
counted the verbs with a dependent NP headed by N and containing a PP (headed
by P) functioning as a dependent of the verb or the noun. To avoid inclusion of
(verbs functioning as) auxiliaries and modals, verbs with a VP-dependent were
excluded. If the possibility of a split configuration is determined by the verb, only a
limited number of verbs should be found in the split corpus, and in split these verbs
should occur more frequently than in the general corpus. In table 2, we present an
overview of verbs found more than once in split and general, for 4 representative
N+P combinations.
Table 2 shows that the combination behoefte aan mainly occurs with hebben
en zijn. There are significant differences in the distribution of these verbs between
split and general, however. For allmost all N + P collocations we investigated, statistically significant differences in distribution can be observed for the most frequent
verbs. In some cases, significant differences for low frequent verbs can be observed
as well.
The verbs hebben, zijn and bestaan are special in that they seem to allow split
with almost all investigated N+P combinations. The role of bestaan is remarkable:
this otherwise rather infrequent verb occurs frequently with 10 of the 17 inves6
Van Noord and Malouf (2004) report that the Alpino-system identifies dependency relations
with an accuracy of 87.8% on a representative 500 sentence subset of the TWNC.
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behoefte aan
N=
hebben (have)
zijn (be)
bestaan (exist)
blijken (turn out to be)
blijven (remain)
toenemen (increase)
belangstelling voor N=
hebben (have)
zijn (be)
bestaan (exist)
tonen (show)
Æ
komen (come)
blijken (turn out to be)
verwachten (expect)
ontstaan (come up)
blijven (remain)

Split
583
73.6
19.0
4.6
0.5
0.5
0.3
428
33.4
31.8
20.6
4.9
1.4
0.9
0.7
0.5
0.5

Gen
5699
53.8
24.5
4.6
0.5
0.6
1.7
5124
28.4
23.5
5.2
7.4
1.1
0.8
0.4
1.1
0.5

discussie over
N=
zijn (be)
bestaan (exist)
voeren (be engaged in)
gaan (go)
hebben (have)
woeden (rage)
ontstaan (come up)
losbarsten (burst out)
ontbranden (ignite)
houden (hold)
gebrek aan
N=
zijn (be)
hebben (have)
bestaan (exist)
liggen (lay)
heersen (rule)
lijken (seem)

Split
164
40.2
10.4
10.4
9.8
5.5
4.3
4.3
2.4
1.2
1.8
303
62.4
28.4
2.6
1.0
1.0
0.7

Gen
3857
15.3
0.7
7.3
7.4
2.0
2.4
3.7
1.9
0.6
0.6
2574
32.8
9.1
0.6
0.3
0.5
0.5

Table 2: Distribution of verbs for several N + P collocations. Differences marked
with (Æ) are significant according to the ¾ test at p=0.05 (p=0.10).
tigated N+P combinations. In Haesereyn et al. (1997), Broekhuis (2004) and
Loonen (2003) (non-exhaustive) lists of phrasal verbs involving a PP-complement
are given. A considerable number of V+N+P combinations in the split corpus are
presented as phrasal verbs in at least one of these sources, e.g. een gesprek voeren met (be engaged in a conversation with), informatie verstrekken over (provide
information on), een onderzoek instellen naar (start an investigation into), een onderzoek loopt naar (an investigation is being carried out into), protest rijst tegen
(protest is raised against), een verhaal gaat over (a story is about), een verhaal
doet (de ronde) over (a story goes around about), en (er) zit een verschil tussen
(there is a difference between).
The V+PP analysis also predicts that for some verbs, PP-fronting should be impossible. This prediction is hard to test, as the absence of a verb in split might
be due to lack of data. Nevertheless, in table 3 we provide a list of verbs missing
in split which occur with more than 1% of the relevant N+P example sentences
in the general corpus. All verbs listed for gebrek aan seem to resist PP-fronting.
In other cases, fronting seems marked (aan NP groeit er behoefte (for NP grows
the demand), naar NP leidt/eist NP een onderzoek (into NP, NP demands an in20

behoefte aan
Split=583 G=5699
onstaan (come up)
1.4
groeien (grow)
1.3
belangstelling voor
Split=428 G=5124
wekken (wake)
1.1
discussie over
Split=164 G=3857
beginnen (start)
2.7
aanzwengelen (start up)
Æ 1.8
volgen (follow)
1.0
aangaan (engage in)
1.0
krijgen (get)
1.0
gebrek aan
Split=303 G=2574
verwijten (blame)
8.7
compenseren (compensate)
2.4
opbreken (stumble over)
1.6
noemen (mention)
1.6
leiden (lead to)
1.5
vinden (find)
1.3
spelen (play)
1.3
hekelen (criticize)
Æ 1.2
worden (become)
Æ 1.0

kritiek op
Split=215 G=4077
toenemen (increase)
Æ 1.3
onderzoek naar Split=228 G=3570
leiden (lead)
1.8
willen (want)
1.8
gelasten (demand)
Æ 1.5
eisen (demand)
Æ 1.2
aankondigen (announce)
1.1
twijfel over
Split=154 G=1714
uiten (utter)
2.5
wegnemen (take away)
Æ 1.9
groeien (grow)
1.6
verschil tussen Split=130 G=3925
bedragen (amount to)
Æ 2.7
worden (become)
2.0
weten (know)
1.8
kennen (know)
1.5

Table 3: Frequent N-P-V-combinations in the general corpus (G), absent in split.
Differences marked with (Æ) are significant according to the ¾ test at p=0.05
(p=0.10).
vestigation), naar NP kondigt NP een onderzoek aan (into NP, NP announces an
investigation), over NP nam NP alle twijfel weg (on NP, NP took all doubts away)).
For other verbs and N + P combinations, it seems that fronting is at least theoretically possible. The limited size of the split corpus might be the reason why these
are absent in our data.
The corpus data clearly suggest that the verb plays a role in the possibility
of PP-fronting and discontiuous PPs. The distribution of verbs in split and general shows large differences for most investigated N+P combinations. For frequent
verbs, these differences are often statistically significant. Furthermore, there seem
to be a number of verbs which easily combine with certain N+P combinations, but
which do not allow split configurations.
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determiner
geen (no)

N=

NULL

een (a)
veel (many/much)
de/het (the)

Split
3.601
30.7
27.7
14.4
7.7
7.3

Gen
50.892
8.0
31.8
16.5
2.1
32.9

determiner N=
weinig (few/little)
enkele (some)
meer (more)
minder(less)

Split
3.601
3.8
2.1
0.8
0.6

Gen
50.892
0.7
0.8
1.0
0.2

Table 4: Frequency of determiners preceding the relevant noun in split and the
general corpus.

4

The role of the determiner

It has been argued that so-called specified subjects within the NP block extraction:
(5)

Over Piet herinnerde hij zich een verhaal.
About Piet remembered he REFL a story
He remembered a story about Piet
b. *Over Piet herinnerde hij zich Jans verhaal.
About Piet remembered he REFL Jan’s story
a.

An NP contains a specified subject if its determiner is a genitive NP or a possessive
pronoun. The existence of a constraint like this would be a strong argument for
the N+PP analysis. In this section, we investigate whether there is a relationship
between the distribution of determiners and PP-fronting.
In table 4, a comparison of the frequencies in split and general is made of the
most common determiners preceding the relevant noun. The indefinite determiners geen, veel and weinig occur relatively frequently in split, whereas the definite
determiner de/het is relatively infrequent in split.
We believe that the difference in distribution of determiners in split and the
general corpus can be explained to a large extent by the fact that the verbs in split
and general have a very different distribution (as shown in the previous section). If
we restrict attention to N-P-V combinations that contain a verb which is relatively
frequent in split, we see that the definite determiner is much less frequent in general
as well. This is illustrated in table 5.
At first sight, the corpus seems to confirm the observation that PP-fronting requires an NP which does not contain a ‘specified subject’ in the form of a possessive
pronoun or genitive NP. Table 4 does not contain any of these determiners. Genitives are in fact absent in split, while possessives are scarce, and restricted to the
N+P combinations verhaal over en twijfel over:
22

N+V+P
behoefte hebben aan
have need for
behoefte zijn aan
be need for
behoefte bestaan aan
exist need for
belangstelling hebben voor
have interest in
bezwaar hebben tegen
have objection against
contact zoeken met
seek contact with
discussie zijn over
be discussion about
gesprek voeren met
be engaged in discussion with

N=
3001
1051
259
1343
1431
462
257
250

determiners
60.4, geen 25.5,
...,de 1.0
NULL 71.6, een 10.5,
geen 5.6, ..., de 2.1
NULL 52.1, een 18.9
geen 11.6, de 5.8
NULL 70.3, geen 12.9
..., de 0.5
geen 53.9, NULL 34.2
..., het 0.0
NULL 93.9, geen 4.1
het 1.1
NULL 36.6, de 16.3
geen 14.0, een 12.8
een 90, het 4.8
geen 1.6
NULL

Table 5: Frequency of common indefinite and definite determiners in the general
corpus for frequent N-P-V-combinations in split.
(6)

a.

b.

Over die worsteling gaat mijn verhaal
about that struggle goes my story
My story is about that struggle
Over adverteren in de verzorgingssfeer heeft hij zijn twijfels
About advertising in the health sector
has he his doubts
He has his doubts about advertising in the health sector

Only the phrase twijfels hebben over is relatively frequent in split.
One might argue that the absence of genitives and the apparently highly restricted use of possessives, is evidence for the claim that PP-fronting is blocked
for certain NPs. It should be noted, however, that NPs introduced by a possessive
pronoun or genitive are not very frequent in the general corpus either: 2.1% of
the relevant NPs in general contains a possessive pronoun and 0.9% a genitive NP.
Furthermore, those verbs which do occur with this type of NP seem to be highly
infrequent in split.
The preference for indefinite determiners in the split data correlates strongly
with the preference for indefinite determiners in the general corpus, if one restricts
attention to those verbs which are frequent in split. Furthermore, the absence of
NPs introduced by a genitive and the restricted possibilities for using possessive
pronouns seems to be a consequence of the fact that these are scarce in general,
23

especially if one also takes the verb into account. It seems therefore that the differences in determiner distribution are for the most part a consequence of the differences in the distribution of the verbs in both corpora.

5

Related Corpus Observations

In this section we briefly discuss various corpus observations that are relevant for
the analysis of PP-fronting.
We encountered one construction which has not been discussed in the literature
but which seems problematic for an N + PP analysis. In relative clauses modifying
the noun, the PP is sometimes clearly embedded in the relative clause (7). For PPs
which are unambiguously part of the NP (and which cannot be fronted) this is not
possible (8).
(7)

a.

b.

(8)

De kritiek die hier op het boek wordt uitgeoefend
the critique that here on the book is
offered
the critique on the book which is offered here
de belangstelling die Eduard voor het nazisme toonde
the interest
which Eduard for the nazism showed
the interest which Eduard showed for Nazism

*de demonstratie die tegen de hoge werkdruk in chaos ontaardde
the demonstration which agains the high work-load in chaos ended

Thus, the possibility of a PP to appear inside a relative clause is evidence for the
fact that the PP can be interpreted as a dependent of the verb.
In the general corpus, for most of the N+P combinations we investigated, several examples can be found where the PP is included in a relative clause. This
seems problematic for a N+PP analysis. Under such an analysis, it seems that the
relative pronoun would have to inherit the selection or subcategorization properties of the noun it modifies. Furthermore, a mechanism needs to be established
which allows the PP to appear in a position non-adjacent to the relative pronoun
(i.e. head-movement, remnant movement, or argument transfer from the pronoun
to the verbal head). We believe the syntactic literature does not provide evidence
for assuming that such processes are at work here.
One argument for the V+PP analysis has been the suggestion that one also finds
cases of ‘NP-fronting’, where the PP occupies a position in the ‘Mittelfeld’:
(9)

Een roman heb ik van Vestdijk gelezen
A novel have I of Vestdijk read
I have read a novel by Vestdijk
24

Such examples are practically absent (i.e. we were able to find only 3 convincing
examples) in the general corpus. The difference in frequency between PP-fronting
and ‘NP-fronting’ is puzzling.
Another argument for the V+PP analysis has been the claim that the NP and
PP may be separated from each other within the Mittelfeld. In the general corpus,
we did not find a single example of an NP - XP - PP word order, however. We found
only 4 examples of PP - XP - NP word order. On the other hand, PP-NP orders, as
in (10), are relatively common in the general corpus (with 10-50 examples per N - P
combination, except for protest tegen, for which we found only a single example):
(10)

De Marokkanen hebben aan groepsvorming geen behoefte.
The Maroccans have on group formation little interest
the Maroccans have little interest in such group formation

Although this pattern seems equally problematic for an N+PP analysis as PP-XP-NP
order, it has not been mentioned as such in the literature.

6

Concluding Remarks

Corpus investigation suggests that PP-fronting and discontinuous PPs are best analyzed as involving a PP which is a dependent of the verb. Certain verbs are far
more frequent in split sentences than in general sentences containing the relevant
N+P combination. The difference in the distribution of determiners in the split and
general corpus seems to be mainly a consequence of the difference in distribution
of verbs in both corpora. The corpus also contains a fair number of sentences containing PPs within relative clauses of the noun. Such examples seem problematic
for an N + PP analysis. A number of patterns which have been used as argument for
a specific analysis of PP-fronting are hardly encountered in a large corpus, except
for PP - NP patterns.
The strong semantic relation between the noun and the preposition suggests
that the examples we have investigated are examples of phrasal verbs, involving
a verb with a more or less fixed NP-complement and a PP-complement. A similar
conclusion was reached by Coppen (1991), who argues for an analysis which treats
the PP as an argument selected by the combination of NP+V, i.e. a (pseudo) phrasal
verb.
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1

Introduction

It is widely admitted that Treebanks constitute a crucial resource both to develop
NLP applications and to acquire linguistic knowledge about how a language is
used. As for minority languages, a new parameter has to be taken into account
when we analyse their normalization degree: that of their presence or their absence in Internet and the number and kind of computational resources and tools it
processes.
In this paper1 we present the work done in the building of CAT3LB, a Treebank
for Catalan with word sense annotation, which is part of the 3LB Project2 . The paper is organised as follows: section 2 deals with previous processes (morphological
annotation, tagging and chunking); section 3 deals with the syntactic annotation itself (constituents and functions); section 4 deals with word sense annotation; and
section 5 presents some conclusions.

2

Previous processes

CLiC-UB 3 and TALP-UPC 4 groups have developed so far a framework for the automatic processing of Catalan and Spanish, based in a pipeline structure[7]. Firstly,
the raw text is morphologically analysed with MACO (see section 2.1); secondly,
1

We would like to thank the three reviewers for their useful and interesting comments about the
abstract: they have helped us a lot in the writing of the full paper.
2
This research has been partially funded by the Spanish Research Department: X-Tract2
(BFF2002-04226-C03-03) and PROFIT (FIT-150500-2002-244).
3
URL:http://clic.fil.ub.es/index_en.shtml
4
URL:http://www.talp.upc.es/TALPAngles/index.html
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it is disambiguated with RELAX (see section 2.2); and finally, it is chunked with
TACAT and a handwritten grammar for Catalan (see section 2.3).

2.1 Morphological Analysis
MACO is a Morphological Analyser for Catalan, Spanish and English that provides
both lemma(s) and POS-tag(s) for each word and whose output has the following
form:

 ½ 

½

...





The tagset for Catalan codifies 13 part-of-speech categories (noun, verb, adjective,
adverb, pronoun, determiner, preposition, conjunction, interjection, dates, punctuation marks, numbers and abbreviations) as well as subcategories and morphological
features, as it is proposed by Eagles [13]. The total amount of tags is 3215 .

2.2 Morphological Tagging
Once the text has been morphologically annotated, RELAX, a constraint-based
probabilistic tagger [17], selects the best pair lemma-tag; Relax is trained from
manually annotated texts and it allows the introduction of manually written constraints. The accuracy of the output varies between 94-96%, but it is increased up
to 95-97% after the introduction of handwritten constraints [11].

2.3 Chunking
Finally, the chunking is done with TACAT [4] and a context free grammar for Catalan of about 1920 handwritten rules. Catalan has a rich inflexional morphology, so
the concept of chunk can be extended (i.e. we use a larger conception of chunk than
Abney’s, [2], [3]): the grammar puts together words if, according to their form, one
can be sure they go together. For instance, a noun phrase may include:


 

  

 

 





    



that is: an (optional) determiner in a pre-head position; an (optional) adjective
before the head; and another element after the noun: either another noun, or an
adjective or a prepositional phrase headed by the preposition de6 .
5

They can be found, with a large explanation, at http://clic.fil.ub.es/doc/categorias_eagles_cat03.htm
Meaning ’of’ or ’from’. This PP was included in the nominal chunk after a detailed analysis of
about 300 examples: the PP was almost always depending on the immediately preceding noun.
6
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This extended conception of chunk is similar to that proposed in [15] and
largely reduces the annotation time, even if it is not error free (this chunking produces some errors in the analysis of the   attachment (1-2%) but we consider
that it is assumable if, in contrast, it largely reduces the annotator’s work).

3

Syntactic annotation

Catalan is a romance, pro-drop language in which the constituent order is quite free
and, within the constituents, the word order is quite fixed (i.e. in the noun phrase,
for instance, adjectives can precede or follow the noun, but the most frequent case
is the postposition; the determiner is always the first word in such a phrase; it is
extremely rare to find two adjectives preceding the noun head; all relative clauses
and prepositional phrases follow the head; etc.). Linguistic tradition deals with
Catalan in terms of constituents ([14], [5]) and we do so; moreover, in the sentence,
movement phenomena are basically related to constituents.
In order to do the syntactic annotation, we used the AGTK interface [12] developed at the University of Pennsylvania. It has been slightly modified in order
to allow both the processing of special characters and the processing of xml text
format7 .

3.1 Constituents
In a first step, 25.000 words8 were syntactically annotated in parallel by two linguists. This first annotation was then used, on the one hand, to refine the annotation
criteria and, on the other, to enlarge the annotation guidelines previously established 9 . The comparison between the two annotations gave the results shown in
table 1, in which LP stands for labelled precision; BP for bracketed precision and
CB for consistent bracketing10 .
One of the main sources of disagreement was whether to consider as a single word certain complex structures, like posar èmfasi11 . As annotators adopted
different criteria, the length of the final sentence was different from one annotation to the other. Since our agreement measures take into account the starting and
finishing points of each constituent in the sentence, the fact that the length of the
sentence varied implied a substantial decrease of the results. This issue was accurately analysed and very strict criteria were established in the guidelines to deal
7

Trees are stored in two formats: bracketed text, like the Penn TreeBank and xml format.
This corresponds to 640 sentences and the average number of words per sentence is 39.
9
[19] is the last version of the guidelines for the constituent annotation.
10
As they are used in Parseval.
11
To emphasise.
8

29

LP
0.876478
BP
0.90953004
CB
0.943214
same-length Sentences
LP
0.9198125
BP
0.93964505
CB
0.96512
Table 1: Annotators’ agreement (1)

with multiwords. In order to evaluate the annotators’ agreement for those first sentences, we also carried out the evaluation taking into account only the sentences
having the same length.
As for concrete aspects of the annotation, we would like to point out some of
the most significant issues: types of sentences, coordinated structures and discontinuity. As the Cat3LB treebank has been developed within a larger project (3LB)
and after the development of the Spanish Treebank (Cast3LB) [9], [10], we have
take advantage of the previous annotation process.
The root node of sentences is always S, standing for sentence. If the sentence has no verb, then the tag is S*. Regarding clause types, we distinguish finite
(S.F.) and non-finite clauses (S.NF.), on the one hand, and, on the other, completive (S.F.C, S.NF.C), relative (S.F.R) and adverbial ones (S.F.A, S.NF.A). Finite
adverbial clauses, moreover, are splitted into three groups: those considered as being a verbal adjunct (namely those meaning time, place, cause, purpose or manner
S.F.A), those considered to be adjuncts of the predicate (conditional, concessive
and consecutive ones S.F.ACond, S.F.AConc, S.F.ACons) and those being adjuncts of a noun or an adjective, the comparative clauses (S.F.AComp).
We pay special attention to the treatment of coordinated structures: we consider coordinated elements to be equivalent in the syntactic structure12 , so they are
represented as siblings, which means that there is no head in such constructions.
Shared complements are another issue related to coordination (i.e.: complements
shared by two or more verbs); in these cases our solution is to adjoin the complement to the coordinated node.
Cases of discontinuity have been dealt with in two different ways: some of
them at the constituent level, and the others at the function one (see section 3.2).
Discontinuity dealt with in the first level is mostly related to the noun phrase and
12

The solution in [1] is completely different, since they consider the first element to be the head in
the coordinated nodes.
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involves a noun complement which is separated from the head by a (verbal) complement; in this case, the separated complement formally depends, in the representation on the nearest S node, but the .1 index marks where it must be interpretated.
An example of this situation appears in the sentence en detectar-se la presència
d’un brot infecciós a principis del mes de maig que va afectar 12 malalts13 in
which the relative clause que va afectar 12 malalts depends on the noun brot but
is separated from it by a verbal complement a principis del mes de maig. In this
case, we add an index .1 to both elements involved in the discontinuity, so that the
resulting analysis is as it appears in figure 1.
sp

finitiu

prep

n0000

sps00

fectar

en

S.NF.C

infinitiu

morfema.verbal

vmn0000

p0000000

detectar

−se

sn

espec.fs

da0fs0

la

grup.nom.fs

ncfs000

presència

sp

S.F.R.1

a principis del

que va afectar

mes_de_maig

12 malalts

sp

prep

sn

sps00

espec.ms

grup.nom.ms.1

d’

di0ms0

brot infecciós

un

Figure 1: Constituent Discontinuity (1)

3.2 Functions
We have extended our constituency-based scheme with the annotation of grammatical functions (as it was done in the Susanne Corpus [18] or in the Penn Treebank
II [16]), that is, by adding functional tags to the phrase structure annotation14 .
13

When detecting the presence of an infectious outbreak at the beginning of May that infected 12
sick people.
14
[8] is the guidelines for the functional annotation
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A quantitative analysis of the annotators’ agreement was done, as it was for
the constituent annotation. The results are shown in table 2. In this case, we only
consider the labelled precision, because the annotators worked over the previous
constituent annotation, so the bracketing was the same. This evaluation was done
in two different times: at the first one, the guidelines were not yet complete, while
at the second they were.
First phase: 698 sentences
LP
0.9009
Second phase: 45 sentences
LP
0.94915254
Table 2: Annotators’ agreement (2)

Most of the discrepancies were due to errors in the annotation (i.e. one annotator forgot to put the functional tag or did not apply correctly what was said in the
guidelines).
Only daughter nodes of sentences and clauses are given a functional tag (i.e.
we do not deal with noun complements). We have established a set of 14 basic
tags (see table 3), in order to cover all syntactic functions, and then, given specific
marks (tag suffixes) to some of them in order to annotate specific cases of these
functions. All in all, the total amount of tags at this level is 58. Basic tags are
shown in table 3.
Tag
-SUJ
-CD
-CI
-ATR
-CPRED
-CREG
-CAG
-CC

Gloss
subject of a finite verb form
Direct Object
Indirect Object
Attribute
Predicative Complement
Prepositional Object
Agent
Circumstance

Tag
-AO
-ET
-MOD
-PASS
-IMPERS
-VOC

Gloss
Sentence Adjunct
Textual Element
Modifier
Passive Mark
Impersonal Mark
Vocative

Table 3: Basic Functional Tagset

The remaining cases of discontinuity are dealt with in the functional tagging.
There are two of such cases. The first case is related to clitics and the second is
related to raising movement.
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When the direct object (with ergative verbs it may happen with the subject too)
is an undetermined noun phrase (i.e. a noun phrase with an indefinite article or a
quantifier), the substitution by the clitic is partial, and only the noun is replaced by
the clitic, but not the determiner; so the direct object is splitted into two elements,
one before and the other after the verb. For such cases, we have created a special
tag suffix (.d), which appears in both the two elements. Figure 2 shows one of
these cases. The sentence is dels quals només se’n conserven dos15

Figure 2: Constituent Discontinuity (2)
Another case of discontinuity appears in relative or interrogative clauses, in
which the relative (or interrogative) pronoun of a (non-)finite clause raises to the
first position of the sentence: dels pagesos que hi vulguin anar (figure 3)16 , in
which the selected locative complement (hi) belongs to the non-finite clause anar
but appears before the main verb. For these cases, the functional tag has a suffix
.F or .NF (depending on the type of the clause -finite or non-finite-) and the whole
tag must be read as follows: complement of the first finite or non-finite clause to
the right.
In Catalan it is possible for a complement to appear twice in the sentence. It
usually happens with direct an indirect objects (but also with other verb complements), when the phrase goes before the verb and it has to be repeated by a clitic17 .
This is related to the inversion of constituents in the sentence: the most usual word
15

Literal: from which only [passive mark] [clitic] survive two
Translation: from which only two survive.
16
Lit: from farmers who [locative-clitic] want to go; translation: from farmers who want to go
there
17
If there is no repetition the sentence is considered to be ungrammatical.
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Figure 3: Constituent Discontinuity (3)
order in Catalan is SVO, and when it is inverted (OVS) we need to mark the inversion, so the complement is repeated by a clitic. In these cases we add a suffix
.r to the function tag. An example of such phenomenon is shown in the sentence
El rànquing l’ encapçala la final de la Champions_League18 , in which the direct
object appears twice at the beginning of the sentence (see figure 4).

Figure 4: Doubled functions
One of the most controversial points related to functional tagging has been the
18

Cat: El rànquing-CD l’-CD encapçala [la final de la Champions_League]-SUBJ
Lit.: ’The ranking-CD [clitic]-CD heads [the final of the Champions League]-SUBJ’
translation: ’the final of the Champions League heads the ranking’
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distinction between prepositional complements selected or not by the verb. Linguistic criteria are not unanimous, especially those concerning the obligatoriness
of the complement. It usually happens that locative complements are mandatory.
This clearly appears when the answer to the question Anirem al cine demà?19 has
to contain the locative clitic hi: hi anirem20 . Bearing in mind the state of the art
about this point, we decided to give the adverbial tag (-CC) to those elements being
optional, while the function tag -CREG, standing for ’selected PP’ is used for the
mandatory complements, no matter whether they are locative or not.

4

Semantic annotation

In a last step, a subset of the corpus of 10,000 words has been annotated with
CatalanWordNet. Only nouns, verbs, and adjectives receive a semantic tag. In the
annotation process words were annotated throughout the whole corpus, so as to
ensure the consistency of their annotation.
The total amount of nouns in the subset of the corpus is 841 lemmas (some of
them appearing 33, 30, 28 times; others appearing only once), 380 adjectives and
403 verbs. The most frequent nouns were grup, govern, any, empresa, president21 ;
the most frequent adjectives were català, nou, passat, polític, socialista22 ; finally
the most common verbs were tenir, estar, presentar, poder, fer, donar23 . Some
verbs were not annotated when they were the auxiliary for the compound tenses o
complex verbal forms.
In order to do the annotation, we took a version of the EuroWordNet 1.5, that of
December 2002, and built an interface to help the annotators: 3LB-SAT [6]. CatalanWordNet has 28,575 synsets (20,260 for nouns, 4,415 for adjectives and 3,900
for verbs). The ambiguity average is 1.790 senses per lemma if we considers all
variants, and 3.182 if we consider only ambiguous lemmas (i.e. lemmas appearing
in two or more synsets).
The main problem in the semantic annotation was that CatalanWordNet is incomplete and has not been extensively revised. For instance, for the word president, which referred in most of the sentences to the president of the Catalan Parliament or the president of a football team, it was impossible to assign a sense,
because in CatalanWordNet there are only presidents for Republics, companies,
meetings or the United States. Figure 5 shows the interface with the possibilities
19

Will we go to the cinema tomorrow?
We [clitic] will.
21
Group, government, year, enterprise/business, president
22
Catalan, new/nine, last/passed, political, socialist
23
to have/to own, to be, to present/to introduce, to be able to/can, to do/to make, to give
20
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for the word president displayed.

Figure 5: Semantic Annotation Tool
We added two more possibilities to the word sense annotation: EC1 and EC2.
EC1 stands for those cases in which the word appears in CatalaWordNet but not
its sense; EC2 was thought to mark those words that did not appear in the CatalanWordNet.
The word sense annotation was done semiautomatically; on the one hand, the
tag EC2 was assigned automatically if the word did not appear in CatalanWordNet;
on the other hand, words being monosemous in CatalaWordNet were given the
sense in an automatic way, but this assignation was manually checked because
the given sense could not be the right one. The rest of the annotation was done
manually. It was not possible to do any preliminary automatic annotation because
there is no information in CatalanWordNet about the most frequent sense of the
words.

5

Conclusions

We have presented the development of Cat3LB, a Treebank for Catalan. We have
shown the main issues in both the syntactic and semantic annotation processes.
One of the open issues, now, is to start the revision of the CatalanWordnet: we
plan to develop it in parallel with the corpus annotation in order to add the synsets
that do not appear at present, but also in order to modify its structure by removing
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unnecessary synsets or compact some others. We think that this parallel work is
the best both for the corpora annotation process and the enrichment of the semantic
net.
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1

Introduction

One of the main advantages of data-driven approaches to parsing is portability
to new languages. However, such porting operation requires the availability of
enough labeled data, i.e. treebanks. A lot of effort has been devoted to the development of English treebanks, resulting in large and reliable treebanks such as the
PennTreebank (PTB), and in particular the Wall Street Journal (WSJ) portion of the
PennTreebank. However, for other languages the situation is more problematic.
Even in cases where treebanks are available, efforts for applying statistical
techniques to parsing produce worse results than for English [6, 2, 5, 13, 9]. This
is first of all due to the fact that most parsing techniques have been developed and
tuned mainly on English (and on WSJ) and that features that are effective for English may not be optimal for languages with different characteristics. Overall, little
effort has been devoted to applying data-driven parsing approaches to individual
language other than English. Recently, the application of parsing techniques to
languages other than English is becoming a relevant topic, as demonstrated by
the papers cited above. Therefore, experimental as well as theoretical analyses
of the differences in the behaviour of such techniques, when applied to different
languages, are of great interest. Moreover, even when applied to other English
treebanks, e.g. portions of the PTB different from WSJ, the results are worse than
39

those obtained on WSJ. In [10] it is reported that Collins’ Model 1 trained and
tested on the Brown corpus produces results which are 2 points worse than on
WSJ; and when the parser is trained on Brown and tested on WSJ the results are
almost 6 points worse.
In this paper we report work in progress on the application of state-of-the-art
statistical parsing techniques to Italian. Our approach partially differs from previous efforts on other languages because our investigation plans to compare not only
results with different parsing methods but also on two different treebanks. Moreover, we try to find information theoretic confirmation of the empirical difference
of the experimental results. We hope that exploring the field along these two different dimensions can provide useful hints on the influence of language specificities
vs. treebank idiosyncrasies.

2

The Italian Treebanks

As far as Italian is concerned, two treebanks have been recently developed: the
Italian Syntactic-Semantic Treebank (ISST, [14]), and the Turin University Treebank1 (TUT, [3], which is still under active development but not yet available in
PTB-like format). ISST is annotated at four levels: morpho-syntactic, two syntactic levels (constituent structure and functional relation), and lexico-semantic. In
this work we refer only to the part of the ISST syntactically annotated at the constituent structure level (about 3,000 sentences – 89,941 tokens). The TUT current
size is 1,500 sentences (33,868 words) annotated with dependency relations.

3

Experiments on ISST

As a starting point, we considered Model 2 of Collins’ parser [7], as implemented
by Dan Bikel2 [1], as its results on the WSJ are at the state-of-the-art. This model
applies to lexicalized grammars approaches traditionally considered for probabilistic context-free grammars (PCFGs). Each parse tree is represented as the sequence
of decisions corresponding to the head-centered, top-down derivation of the tree.
Probabilities for each decision are conditioned on the lexical head.
Adaptation of Collins’ parser to Italian included the identification of rules for
finding lexical heads in ISST data, the selection of a lower threshold for unknown
words (as the amount of available data is much lower), and the use of lemmas
instead of word forms (useful because Italian has a richer morphology than English;
1
2

http://www.di.unito.it/~tutreeb/
http://www.cis.upenn.edu/~dbikel/#stat-parser

40

their use provides a non negligible improvement). At least at the beginning, we
did not aim to introduce language-dependent adaptations. For this reason no tree
transformation (analogous to the ones introduced by Collins for WSJ) has been
applied to ISST.
Assessment of Collins’ parser on ISST has been performed by using 10-fold
cross-validation. As usual, only sentences with less than 40 words have been considered. For comparison, performance obtained on Section 23 of the WSJ are
given. For a fair comparison, in this case only Sections 02 and 03 were used for
training, as they are of comparable size with respect to the ISST. Results are presented in Table 1. Even if we expected results on Italian to be significantly worse
P
R

WSJ
84.02
83.41
83.71

ISST
68.40
68.58
68.49

Table 1: Results of Collins’ parser on WSJ (training: sections 02 & 03; test: section 23) and on ISST.
than on English, the difference in performance is higher than the one obtained with
other languages [5, 13, 9].
In search of an explanation for these disappointing results we studied some
parameters extracted from both treebanks, including average number of children
per node and depth of the trees, but we did not reach any sound justifications for the
different behaviours. At the same time, we analyzed the coverage of the treebank
grammars [4] extracted from the training set on the test set. Results are reported in
Table 2.
Even if the coverage for Italian is lower than for English, this fact alone does
not seem enough to explain such a considerable performance difference. It could
also be the case that the Collins’ parser is too biased towards PTB-like annotation.
3 This can be verified by repeating the experiment using a different parser.
For this further experiment, we chose the Stanford parser4 [11, 12]. This lexicalized probabilistic parser implements a factored model, which considers separately the PCFG phrase structure and the lexical dependency. The preferences
corresponding to these two different models are then combined by efficient exact
inference, using an A* algorithm. In addition to English, the parser can be adapted
to work with other languages.
3

In Chapter 8 of [7], interesting remarks on the influence of annotation style on parser performance are reported, taking into account some of the parsing approaches available at the time.
4
http://nlp.stanford.edu/downloads/lex-parser.shtml
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WSJ
Training+Test
total # rules
# rules - freq=1
# rules - freq=2
# rules - freq=3
# rules - freq=4
# rules - freq4
Test
total # rules
occurrences
# rules not in Training
occurrences

4,743
2,718
558
308
164
995
2,741
44,276
1,253
1,541

ISST

(57.3%)
(11.8%)
(6.5%)
(3.5%)
(20.9%)

5,734
3,641
713
339
178
863

(63.4%)
(12.4%)
(5.9%)
(3.1%)
(15.2%)

(45.7%)
(3.5%)

1,342
7,663
404
423

(30.1%)
(5.5%)

Table 2: Coverage of treebank grammar in WSJ (training: sections 02 & 03; test:
section 23) and ISST.

In the spirit of avoiding any language-specific adaptation, for Italian we considered only the basic available annotations, i.e., parent annotation for both nonterminals and tags and horizontal markovization (see [12] for details about the annotations). The head identification rules are the same as in Collins’ parser. These
preliminary results are presented in Table 3 and confirm that performance on Italian
is substantially lower than on English.5 This result seems to suggest that the differences in performance between the English and Italian treebanks are independent of
the adopted parser.
The effects of the different annotations for English and for Italian are different
not only from a quantitative point of view, but also in trend. For English the differences between the results are negligible (between 77.12 and 77.73). On the contrary, for Italian different annotations produce significantly different results, even
if not in line with those reported in [12]. Parent annotation (PA) and horizontal
) do not produce any significant difference.
markovization (with parameter 
Tag parent annotation (tagPA) is the only annotation that significantly improves
performance.
While comparing results with the two parsers on English, it is important to
take into account that with Collins’ parser we could not exclude all adaptations
5

Note that in these experiments we have used word forms and not lemmas; with Collins’ parser
lemmas provided slightly better performance, so we expect to improve the performance of Stanford
parser as well.
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P
R

P
R

noPA

PA

77.04
77.89
77.46

75.89
78.69
77.27

noPA

PA

60.00
59.88
59.94

59.36
60.78
60.06

WSJ
noPA PA
tagPA tagPA
76.00
78.26
77.12
ISST
noPA
tagPA

75.76
79.70
77.68
PA
tagPA

64.72
67.08
65.88

62.15
66.42
64.21

noPA
tagPA
h=2
76.52
78.42
77.46

PA
tagPA
h=2
75.97
79.56
77.73

noPA
tagPA
h=2
64.68
66.96
65.80

PA
tagPA
h=2
62.19
66.31
64.18

Table 3: Results of Stanford parser on WSJ (training: sections 02 & 03; test:
section 23) and on ISST.

(i.e., tree transformations) specific to the English language. On the other hand,
none of the language-specific annotations proposed for English was used for the
Stanford parser; for this reason performance on English reported in this paper are
worse than the ones mentioned in [12].
After the results of the experiments with the second parser, our hypothesis is
that the gap in performance between the two languages can be due to two different
causes: intrinsic differences between the two languages or differences between the
annotation policies adopted in the two treebanks.
To decide which of these two hypotheses is true, we planned to pursue two lines
of research: (i) repeating the experiments running both parsers on a different Italian
treebank; (ii) exploring information theoretic approaches to the comparison of the
difficulties of different parsing tasks. As for the first activity we wanted to repeat
the experiments running both parsers on the currently available part of TUT which,
even if of smaller size, is based on a completely different linguistic approach, resulting in a different annotation style. In fact, TUT is annotated by following a
dependency approach. For this reason, it needs to be converted to a constituentbased annotation, such as the PTB’s, using e.g. the algorithm presented in [16].
Unfortunately, this activity has been postponed due to problems in this conversion
process. The first results of the activity on information theoretic justification for
differences in parsers’ behaviour are reported in Section 4.
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4

Assessing Parsing Difficulty

In the following we propose some information theoretic measures that may justify
the differences of the experimental results on English and Italian.

4.1 Sentential and derivational cross-entropies
In [15] interesting work is presented using an information theoretic approach to the
comparison of parsers that originate from different linguistic frameworks. In order
to compare performance of such different parsers, the authors suggest to normalize
precision and recall using an information theoretic measure associated with the
parsers. Such a measure can be seen as an approximation of the cross-entropy of
the unknown distribution underlying a corpus  of utterances and the distribution
defined by the statistical model  used by the parser, under the assumption that
the parser itself has been induced on some annotation of  , obtained according
to some linguistic framework of interest. The approximation of the cross-entropy
proposed in [15] is defined by (logarithms in base 2):

  



     

(1)

In the above equation,   indicates the probability of the utterance  under the
model  and is given by the sum of the probabilities of all derivations of  in the
model. Note that the above quantity is based on the utterance probability, i.e. the
actual parse trees for the utterances in  are disregarded.
Following [15], the model  corresponds to a “basic generative model” such as
the treebank grammar extracted from the training set. Quantity (1) should then be
computed on a test set distinct from the training set.
Alternatively to the approach in [15], it is possible to consider the actual parse
trees associated with the utterances in a syntactically annotated corpus  . Let  be
the collection of annotated parse trees for the utterances in  , obtained according
to the linguistic framework of interest. We then define

   



      

(2)

We now discuss why quantities    and     are approximations of certain cross-entropies, when the corpora at hand are large enough in size. Both 
and  can be seen as sequences of independent and identically distributed random
variables. In the case of  , each variable takes values on the set of utterances of
the language underlying  ; in the case of  , each variable takes values on the
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set  of parse trees for utterances in . Assume also that  is the unknown, or
hidden, distribution for sets and  . Under these conditions, we can apply the
asymptotic equipartition property [8]. This guarantees that, at the growing of the
corpus size, quantity    tends to the sentential cross-entropy





    

(3)

The same property also guarantees that, at the growing of the corpus size, quantity
    tends to the derivational cross-entropy





      

(4)

The two cross-entropies in the left-hand side of Equations (3) and (4) are related, as discussed in what follows. Let  be some utterance in , and let  
denote the set of all parse trees of the utterance . We define the utterance crossentropy as

  

 

      

       (5)

  
 
   in case belongs to  ,

where we have used the fact that   
since derives . The utterance cross-entropy is a measure of the uncertainty we
experience when choosing a parse tree for  using  , due to the ambiguity. A
high value of   not only indicates that there is a big number of parse trees
for that utterance, but also that the likelihoods of the parse trees under model  are
very similar, and therefore that it is difficult to decide which one is correct.
We can now relate the sentential and the derivational cross-entropies.

  
 



      

  
  




      

      


 



     

  

     

    
(6)

Equation (6) shows that the difference between the derivational cross-entropy and
the sentential cross-entropy depends on the average sentence ambiguity.
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4.2 Rule cross-entropy
Another aspect of the difficulty of the parsing task is related to the difficulty of
choosing the next rule given the history of the derivation. A measure which aims
at evaluating this is introduced in what follows. The treebank can be viewed as
a string of random variables 
     obtained by the concatenations of
all derivations, e.g., the left-most derivations, where each random variable corresponds to a rule. Of course,  is no longer a string of independent and identically
distributed random variables, since each rule in a derivation depends on the previous derivation history.
However, under the assumption that our grammar model  is consistent, i.e.
the set of infinite length derivations has zero probability, the derivation process is
always reinitialized after some finite number of steps. We thus conclude that  is an
ergodic stationary process, and then we can still apply the asymptotic equipartition
property [8]. Therefore, the rule cross-entropy can be approximated by:

    

   






   

(7)

4.3 Data sparseness and smoothing
However, in real cases, in (7) the probability of some of the rules could be zero, as
they are not present in the training set. In such cases, some smoothing technique
needs to be adopted to estimate the probabilities also of the rules not seen in the
training set. For simplicity, let us assume that all such rules are assigned the same
probability  under model , and let us call their total number, while is the
total number of the test set rules also present in the training set, so that
gives the overall number of rules in the test set. Equation (7) becomes:

   



   



 
   





    
  

 
(8)

Therefore, we can assess the difficulty of the task by considering on one hand
the cross-entropy computed on the string of only the rules with probability greater
than zero (first term in (8)) and on the other hand the percentage  of the new
rules with respect to the size of the test set. In this way, our results do not depend
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on the value of  , which is a choice of the parsing system, and not a characteristic
of the task.
There are also other approaches to evaluate data sparseness, such as counting
all events occurring only once (the Good-Turing approach). However, in our case
we are using a split into training and test sets also for the parsers assessment, and
then it seems more consistent to use the same split to assess data sparseness too.
In order to use Equation (8) to study coverage and data sparseness, it is necessary to avoid any smoothing. Moreover, when data are very sparse, such as in the
experiments on ISST, the risk is that the influence of the smoothing probabilities
becomes predominant in determining the final results. Therefore, in the Stanford
parser we considered the results of the (unsmoothed) PCFG instead of the results
of the combined model, which also includes the (smoothed) dependency model.
Furthermore, for a better evaluation, in addition to the results on the whole test
set, we also report the evaluation restricted to the sentences whose derivation in the
test set consists only of rules also appearing in the training set: we call this part
“covered”.

4.4 Preliminary empirical results
In Tables 4 and 5 some preliminary results on cross-entropy and coverage and
on parsing adopting a treebank grammar are reported. In both cases a subset of
sections 02 and 03 of WSJ (i.e., the training set used in the experiments reported
in Section 3) is chosen such that the coverage on the test set of the rules extracted
from the training set is very similar to the coverage on the test set obtained with
ISST. Such subset corresponds to one fourth of the overall size of sections 02 and
03.
WSJ all
WSJ covered ISST all ISST covered
Rule entropy
4.53
4.42
3.53
3.76
Derivational entropy
230.17
75.46
352.64
69.56
# rules
47,119
14,908
7,757
1,441
# uncovered rules
2,731 (5.80%)
0
449 (5.79%)
0
# sents
2,409
874
293
78
% uncovered sents
63.72%
73.38%
Table 4: Cross-entropy and coverage.

First of all, it is interesting to note how the same coverage on rules (about
) results in the Italian corpus in a sensibly lower coverage on sentences
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( vs.  ). This discrepancy suggests that missing rules are less concentrated in the same sentences, and that, in general, they tend to be less correlated
the one with the other. This would not be contradicted by a lower entropy, as the
entropy does not make any hypothesis on the correlation between rules, but only
on the likelihood of the correct derivation. This could be a first aspect making
the ISST task more difficult than the WSJ one. In fact, the choice of the rules to
introduce at each step is easier if they are highly correlated with the ones already
introduced.
Another aspect that we did not have the time to check is the degree of ambiguity
of the grammar. As discussed in Section 4.1, this could be done by comparing the
derivational entropy with the sentential one, computed on the training set by using
the Inside algorithm for the treebank grammar.
The performance of the treebank grammar without any smoothing strategy as
explained above is reported in Table 5 and shows a difference between WSJ and
ISST which is similar to the one presented in Tables 1 and 3.
Comparing the performance on the whole test set and on the covered part of
the test set, it can be noted that in the former case they are better both on WSJ
and on ISST. However, the improvement on the Italian corpus is definitely lower
than in the English case. It is our opinion that this is another evidence of the
lower correlation among rules in the Italian treebank grammar. In fact, even in the
covered sentences, the task seems to be more difficult.

Precision
Recall

WSJ all
65.37
63.15
64.24

WSJ covered
74.73
69.54
72.05

ISST all
60.52
60.46
60.49

ISST covered
62.73
60.73
61.72

Table 5: Treebank grammar and precision/recall results.

5

Future work

After the activities presented in this paper, two hypotheses to explain the gap in
performance between English and Italian are still available: intrinsic differences
between the two languages or differences between the annotation policies adopted
in the two treebanks. To decide which of the hypotheses is true, we plan to repeat
the experiments in Section 3 running both parsers on the currently available part of
TUT. We will pursue this activity as soon as the converted treebank will be available. Furthermore, we would also like to continue the investigation of information
theoretic measures of the difference between treebanks.
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Another more practical line of activity includes an error analysis to identify
the classes of errors done by the two algorithms, so that strategies to cope with
them can be designed. For Collins’ parsers this would imply the introduction of
(reversible) transformations of the trees. For Stanford parser, this will produce
new annotations of the nodes of the parse trees. Some indications on the kind
of analysis which can be applied are discussed in [13] for Chinese. For the sake
of distinguishing language-specific aspects from idiosyncrasies of the particular
treebanks, measures on the two Italian treebanks are to be compared.
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1

Introduction

The purpose of this paper is to describe recent developments in the morphological,
syntactic, and semantic annotation of the TüBa-D/Z treebank of German.
The TüBa-D/Z annotation scheme is derived from the Verbmobil treebank of
spoken German [4, 10], but has been extended along various dimensions to accommodate the characteristics of written texts. TüBa-D/Z uses as its data source the
’die tageszeitung’ (taz) newspaper corpus.
The Verbmobil treebank annotation scheme distinguishes four levels of syntactic constituency: the lexical level, the phrasal level, the level of topological fields,
and the clausal level. The primary ordering principle of a clause is the inventory of
topological fields, which characterize the word order regularities among different
clause types of German, and which are widely accepted among descriptive linguists
of German [3, 6]. The TüBa-D/Z annotation relies on a context-free backbone (i.e.
proper trees without crossing branches) of phrase structure combined with edge labels that specify the grammatical function of the phrase in question. The syntactic
annotation scheme of the TüBa-D/Z is described in more detail in [12, 11].
TüBa-D/Z currently comprises approximately 15 000 sentences, with approximately 7 000 sentences being in the correction phase. The latter will be released
along with an updated version of the existing treebank before the end of this year.
The treebank is available in an XML format, in the NEGRA export format [1] and
in the Penn treebank bracketing format. The XML format contains all types of
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information as described above, the NEGRA export format contains all sentenceinternal information while the Penn treebank format includes only those layers of
information that can be expressed as pure tree structures.
Over the course of the last year, more fine grained linguistic annotations have
been added along the following dimensions: 1. the basic Stuttgart-Tübingen tagset,
STTS, [9] labels have been enriched by relevant features of inflectional morphology, 2. named entity information has been encoded as part of the syntactic annotation, and 3. a set of anaphoric and coreference relations has been added to
link referentially dependent noun phrases. In the following sections, we will describe each of these innovations in turn and will demonstrate how the additional
annotations can be incorporated into one comprehensive annotation scheme.

2

Morphological Annotation

The STTS [9] provides the widely accepted inventory of part of speech (POS) categories for German. Its basic tagset distinguishes 54 POS labels but does not provide information about inflectional morphology, which is a necessary prerequisite
for many natural language applications, such as, for example, the recognition of
grammatical functions in German [13]. In order to incorporate such morphological
information, the treebank annotation scheme has been enriched by morphological
features such as case, number, person, gender, tense, and mood.
For each lexical token which exhibits inflectional morphology, a relevant combination of feature-value pairs has been assigned. Thus, for example, nouns have
received information on case, number, and gender, finite verbs are annotated with
person, number, mood, and tense information. A complete list of POS tags which
have been assigned morphological features as well as feature combinations associated with each part of speech are provided in Table 1.
Lexical tokens
Feature Combination
nouns, adjectives, determiners, non-personal pro- case, number, gender
nouns, prepositions with incorporated articles
prepositions, postpositions
case
personal pronouns
case, number, gender, person
finite verbs
person, number, mood, tense
imperative verbs
person, number
truncated words
number, gender
Table 1: Feature combinations for lexical tokens in TüBa-D/Z.

52

SIMPX
511
−

−

−

−

MF
510

VF

LK

505

506

ON

HD

NCX

VXFIN

500
HD

Sie

V−MOD

PX

PX

507
HD

−

NCX

501

wollen

VC

508

−

509
HD

OV

NCX

VXINF

502

HD

0

V−MOD

−

1

auf

2

einem

503
HD

3

Tandem

504

HD

4

ins

5

Stadion

HD

6

radeln

.

7

8

PPER

VMFIN

APPR

ART

NN

APPRART

NN

VVINF

$.

np*3

3pis

d

dsn

dsn

asn

asn

−−

−−

Figure 1: A morphologically annotated tree.
The tree in Figure 1 illustrates the annotation of the morphological information
in the treebank for the sentence in example (1). Values of morphological features
are presented in the treebank explicitly on the level below the level of lexical tokens. Features that correspond to the values can be uniquely identified by a position
of a value in a cluster, given the POS tag. Thus, a cluster 3pis assigned to the verb
wollen in Figure 1 stands for “3rd person, plural number, indicative mood, present
tense”. The order of features in the morphological cluster corresponds to the order
in Table 1. Possible values for each feature are presented in Table 2. Apart from
specific features such as masculine or singular, values for case, gender, and number features include an underspecified value. The underspecified value is used for
the annotation of tokens if an appropriate concrete value cannot be recovered for a
morphological feature. Typical examples of the use of an underspecified value are
plural pronouns, such as sie (they) in Figure 1 or first person pronouns, such as ich
( I). In both cases, gender cannot be determined.
(1) Sie wollen auf einem Tandem ins
Stadion radeln.
They want to on a
tandem into the stadium bike.
’ They want to bike into the stadium on a tandem.’
In total, 433 distinct morphological value clusters can be generated. Combined
with POS information, they result in a tagset of 1 317 tags. The number of actual
tags which occur in the treebank amounts to 555 tags.
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Features in
TüBa-D/Z
case

Values
n (nominative), g (genitive), d (dative),
a (accusative), * (underspecified)
m (masculine), f (feminine), n (neutral),
* (underspecified)
s (singular), p (plural), * (underspecified)
i (indicative), k (subjunctive)
1 (first), 2 (second), 3 (third)
s (present), t (past)

gender
number
mood
person
tense

Table 2: Set of feature values in TüBa-D/Z.
Currently, approximately 13 000 trees have been enriched with morphological information. Annotation was performed semi-automatically by using the rulebased morphological disambiguator of Hinrichs and Trushkina [5] as a pre-filtering
module that limits the number of candidate analyses for each lexical token to those
that are contextually valid. This rule-based disambiguation greatly reduces the
number of analyses from an overall ambiguity rate of 5.8 analyses to 1.91 analyses
per token and by providing full disambiguation for 70% of all tokens. As a result, the human annotators have to consider a much smaller set of analyses, which
significantly speeds up the annotation process.
The morphologically annotated treebank data have in turn been used for the
training of hybrid models of morphological disambiguation that combine rulebased and statistical disambiguation [13].

3

Named Entities

For a variety of NLP applications, the robust annotation of named entities is an important prerequisite. To facilitate the use of the TüBa-D/Z data for such tasks, the
level of named entity annotation has been added to the annotation scheme. This additional layer of annotation is conservative and monotonic in the following sense: It
respects all syntactic boundaries that have been imposed on the elements of named
entity expressions by existing layers of syntactic annotation. Named entity annotation thus amounts to mere insertion of an intermediate level of representation. At
the same time, named entity annotation is fully compliant with the STTS labeling
assigned to the elements of named entity expressions. These two constraints on
named entity annotation ensure that it can be easily removed if such information is
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irrelevant for the task to which the treebank is to be applied.
Named entities are annotated on the morpho-syntactic level via the STTS tags
and/or on the syntactic level. The STTS tagset uses the label NE for proper names
and NN for common nouns. The classification of NE in the STTS guidelines comprises specific categories (e.g. first name, last name, names of companies, geographical names). By contrast, categories like names of products or compounds
which consist of NE + NN are POS-tagged as NN. Moreover, complex German
names have to be POS-tagged according to their distribution.
Named entities either occur as single names consisting of one lexical element
or as complex names consisting of phrases or sentences. Complex names are annotated on the syntactic level by the label EN-ADD or the secondary edge EN, single
elements are either marked on the morpho-syntactic level as NE or they receive the
label EN-ADD.
Figure 2 gives an example of the annotation of named entities for the sentence
in example (2). Here, the two person names are marked as names in the POS tags
NE and as complex names by the label EN-ADD, the movie title is marked by the
label EN-ADD. The geographical name within the movie title is POS-tagged as
NE.
(2) Seit “Schlaflos in Seattle” gelten Tom Hanks und Meg Ryan als
Since “Sleepless in Seattle” pass Tom Hanks and Meg Ryan for
Dream-Team des Biedersinns.
dream team of petty bourgeois mentality.
’Since “Sleepless in Seattle” Tom Hanks and Meg Ryan are said to be the
dream team of petty bourgeois mentality.’
In the treebank, the following classes of named entities exist:
1. Names consisting of one lexical element: They are POS-tagged as NE if
they belong to one of the categories of proper names defined in the STTS
guidelines. Otherwise, they are POS-tagged according to their distribution
and assigned the additional node label EN-ADD. For example, nouns which
are names of products (“Opel” NN) or compounds which consist of NE +
NN like names of streets or places ("Sögestraße" NN), institutions ("ZeitStiftung" NN), or events ("Golfkrieg" NN).
2. Complex names consisting of more than one lexical element, each of them
POS-tagged as NE: This class comprises complex names of persons (e.g.
"Hans Taake") and foreign language material which can be recognized as a
proper name (e.g. "New York", "Karel van Miert", "Tour de France"). All of
them are assigned the additional node label EN-ADD.
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Figure 2: A tree containing named entities.
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Figure 3: A tree containing a phrase internal named entity.
3. Complex names which are POS-tagged according to their distribution: titles,
institutions, events, etc. (e.g. "Schlaflos in Seattle", "Zweiter Weltkrieg").
They are either assigned the additional node label EN-ADD or the secondary
edge label EN.
The labels EN-ADD and EN are general markers of named entities, which have
no syntactic function. Thus, they do not effect the syntactic structure if they are
deleted. The internal structure of named entities is always governed by the general
annotation rules, which allows recursive structure (named entities within named
entities).
EN-ADD is inserted between two nodes to indicate that the node below represents a named entity. It is either directly attached to a phrase or a field. If this
named entity has a pre- or postmodifier, its mother node is NX which represents
the nominal status of the named entity.
The secondary edge label EN is used when the insertion of EN-ADD would
cause a change of the syntactic structure. It gives information about the relation
between two parts of a named entity within a complex phrase. The named entity
is premodified, for instance, by an article and/or an attributive adjective which do
not belong to the named entity itself (e.g. "vor den zweiten [Deutschen Existenzgründertagen]"), and may also be postmodified by an element which is part of the
named entity (e.g. "das [Bundesinstitut für Arzneimittel]"). EN always points from
the dependent part to the head noun of te named entity.
Figure 3 gives an example of a phrase internal named entity ("Zweiten
Weltkrieges") in the sentences in example (3). The article ("des") is no part of
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the named entity itself.
(3) Es ist klar: Er ist Zeitzeuge
des Zweiten Weltkrieges.
It is clear: He is contemporary witness of the Second World War.
’It is clear: He is a contemporary witness of World War II.’
Preliminary experiments have shown that the inclusion of named entity annotation improves parsing accuracy of statistical parsers trained on the TüBa-D/Z
data.

4

Anaphoric and Coreference Relations

Due to its fine grained syntactic annotation, the TüBa-D/Z data are ideally suited
as a basis for the identification of markables, i.e. the set of potential anaphoric
and other contextually dependent expressions referring to a nominal or pronominal antecedent. The annotation of anaphoric and coreference relations is thus a
natural extension to the existing annotation scheme. In this context, the potential
markables are definite NPs, personal pronouns, relative, reflexive, and reciprocal
pronouns, demonstrative, indefinite and possessive pronouns as well as possessive
adjectives. Compared to other annotation efforts in this area where markables have
to be chosen manually, the actual manual annotation in the case of TüBa-D/Z can
be restricted to the selection of the appropriate linking relations between referentially dependent expressions and their nominal antecedents. The inventory of such
relations is inspired by the annotation scheme first developed in the MATE project
[2] and uses the following subset of relations: coreferential, anaphoric, cataphoric,
bound, part-of, instance, and expletive. Following van Deemter and Kibble [14],
we define a coreference relation to hold between two NPs just in case they refer
to the same extra-linguistic referent in the real world. In the following example, a
coreference relation exists between the noun phrases [1] and [2], and an anaphoric
relation between the noun phrase [2] and the personal pronoun [3].
(4) [1 Der neue Vorsitzende der Gewerkschaft Erziehung und Wissenschaft]
The new chairman of the union
Education and Science
heißt
[2 Ulli Thöne]. [3 Er] wurde gestern mit 217 von 355
is called Ulli Thöne.
He was yesterday with 217 out of 355
Stimmen gewählt.
votes
elected.
’The new chairman of the union of educators and scholars is called Ulli
Thöne. He was elected yesterday with 217 of 355 votes.’
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Cataphoric relations hold between a preceding pronoun and its antecedent
within the same sentence, even if this antecedent has already been mentioned
within the preceding text. An example for a cataphoric relation is shown in (5).
(5) Vier Wochen sind [sie] nun schon in Berlin, [die 220 Albaner aus
Four weeks are they now already in Berlin, the 220 Albanians from
dem Kosovo].
the Kosovo.
’They have already been in Berlin for four weeks, the 200 Albanians from
Kosovo.’
The relation bound holds between anaphoric expressions and quantified noun
phrases as their antecedents (see example (6)).
(6) [Niemandem] fällt es schwer, das Bild vor
[sich] zu sehen.
To nobody
is it difficult, the picture in front of himself to see.
’Nobody has trouble imagining the picture.’
The part-of relation holds between coordinate NPs/plural pronouns and pronouns/definite NPs referring to one member of the plural expression.
(7) [Ein paar andere Fehler] hat er aber
schon vorher gemacht. [Den
A few other errors has he however already before made.
The
ersten] Ende des vergangenen Jahres.
first end of the previous
year.
’He had however already made a few other mistakes. The first one at the end
of the previous year.’
An instance relation exists between a preceding/following pronoun and its NP
antecedent when the pronoun refers to a particular instantiation of the class identified by the NP.
(8) Die konservativen Kräfte warten ja nur darauf, ihm [Sätze] um
The conservative powers wait just only for that, him sentences around
die Ohren zu hauen wie [jenen von den 16 Mittelstrecklern],
the ears to hit
like the one about the 16 middle-distance runners,
denen er in vier Wochen die Viererkette
beibringe.
to whom he in four weeks the double full-back formation teaches.
’The conservative powers are just waiting to bombard him with sentences
like the one about the 16 middle-distance runners who he is teaching the
double full-back formation in four weeks.’
59

The impersonal third person sg. pronoun ES (IT) is marked as expletive only if
it has no proper antecedent, which is the case for presentational ES in example (9),
impersonal passive as in example (10) or ES as subject for verbs without an agent
as in example (11).
(9) [1 Es]
zeichnet sich die
konkrete Möglichkeit ab.
It emerges the
concrete possibility verb part.
’The concrete possibility emerges.’

(10) [Es] wird bis zum Morgen getanzt.
There is until the morning danced.
’People are dancing until morning.’

(11) [Es] steht schlecht um ihn.
It stands bad
for him.
’He is in a bad way.’
The annotation of such relations is performed manually with the annotation
tool MMAX [8]. Its graphical user interface allows for easy selection of the relevant markables and the accompanying relation between the contextually dependent expression and its antecedent. In a first step, the relevant markables receive
an attribute value: coreferential, anaphoric, cataphoric, bound, part-of, instance,
or expletive. Second, the relation between a contextually dependent expression
and its antecedent is established, except for the attribute "expletive", which is not
related to an antecedent in the text. MMAX distinguishes between two kinds of
relations: a set relation is defined as a transitive undirected relation. A pointer relation, in contrast, is intransitive and directed. Expressions marked by the attribute
"coreferential", "anaphoric", "cataphoric" or "bound" share a set relation with their
antecedent. Expressions marked by the attribute "part-of" and "instance" share a
pointer relation with their antecedent.
The resulting annotation is converted into the Annotate export format [1] and
the XML format, in which the treebank is available1 .
1

For licensing information please visit the webpage http://www.sfs.uni-tuebingen.
de/en_tuebadz.shtml.
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5

Conclusion

This paper presents three recent additions to the previous layers of annotation in
the TüBa-D/Z, which significantly enhance the usability of the treebank for NLP
applications. While each addition is independently motivated, it is important to
note that the new information could be incorporated into the existing annotation
scheme attesting to the flexibility and open architecture of the annotation scheme.
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1

Introduction

Existing treebanks of written language, as e.g., T IGER [2], TüBa-D/Z [11], Penn
Treebank [1] etc., usually consist of sentences that can be considered as grammatically well-formed. The S INBAD treebank we present here covers a completely new
domain, namely suboptimal syntactic structures, i.e., sentences which are neither
fully grammatical nor completely ungrammatical, but merely suboptimal.1 The
treebank consists of a collection of German sentences that are rated suboptimal or
ungrammatical in the literature, as well as of sentences drawn from our own experimental work on graded grammaticality judgments. In the literature, these structures
are usually compared with grammatical structures which express the same meaning, and for ease of comparison these were sometimes included in the treebank as
well. With this data collection we provide access to negative evidence which does
not occur in ordinary corpora of written or spoken language.
It is characteristic for suboptimal structures that these data are judged incoherently varying between different speakers and in different contexts. It is therefore
important to provide a systematic collection of these judgments in order to allow
researchers better access to past judgements on the phenomena they are interested
in and thus contribute towards greater consistency, even in tricky cases. Since
most work in syntactic theory is based on suboptimal or ungrammatical structures,
the treebank aims at providing linguists with a data basis for their research. This
requires a rich syntactic annotation with linguistically relevant concepts. The linguistic framework of the annotation is that of generative grammar in the sense that
the trees are strictly binary branching and contain traces and empty categories. The
1 Note that the term suboptimal is referred to grammaticality and not to mere processing considerations. Garden-path sentences, for example, are excluded from this domain.
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Figure 1: Remnant movement in German [5]
annotation scheme is inspired by the feature grammar which Sternefeld developed
for German [9]. To our knowledge this is the first treebank following principles of
generative grammar.
The new domain of suboptimal structures and the particular linguistic framework chosen raise additional research questions with respect to annotation schemes
as well as querying these structures. In Section 2 we present the design principles
chosen for our treebank, in Section 3 we focus on the how these structures can be
queried effectively.

2

Syntactic Annotation of Suboptimal Structures

The treebank of suboptimal structures is work in progress and comprises ca. 1060
sentences at the moment. The intended size of the treebank is about 3000 sentences
with the target being more a qualitative than a quantitative one. It has been annotated manually by one student assistant using the Annotate tool [6]. Fig. 1 shows a
sample entry of our treebank: Mit gerechnet hat da keiner (lit. “With reckoned has
it nobody”, meaning “Nobody expected that”). This sentence is rated suboptimal
(‘?’) in the literature (taken from [5]).
The approach was to build up a modest basis of data, and then develop the
analytical framework on the basis of this partial data set. The major part of this
task has been completed, larger quantities of examples can be added, without the
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danger that they need to be recoded in an architectural redesign. To ensure accuracy
and consistency of the annotations, the treebank has been checked in several proofreading sessions. In addition, the query tool fsq (see next section) has been used to
eliminate errors in the annotation and to ensure consistency of the data.

2.1 Design Principles
Using a generative framework for the annotation is challenging, because it may
well be that “a sentence has as many structures as there are theories” (Haider, [3]).
Nonetheless, we tried to find a compromise between (a) naive expectations of a linguistically trained user (b) run of the mill assumptions in generative grammar (c)
simplicity of structure, and (d) enhanced parsability. In accordance with these aims
we attempted to minimize the number of different syntactic categories, to minimize
occurrences of empty categories, to minimize inexplicitness of structure by strictly
adhering to binary branching, and to minimize the role of X-bar theory by following minimalistic assumptions. As a result of these requirements, we maximized
the analytical importance of structure.

2.2 Annotation Scheme
The treebank is annotated with Part-of-Speech tags (PoS tags), morphological information, syntactic categories (node labels), grammatical functions (edge labels)
and additional contextual features (lexical edge labels). In addition, secondary
edges are used for the annotation of movement and co-reference. The details of the
annotation scheme are described in the S INBAD stylebook [10].
2.2.1

Node Labels

Node labels specify the major syntactic categories of constituents. Due to the richness of syntactic structure it is possible to reduce the number of node labels to a
minimum of seven different syntactic categories:
A
C
D
N
P
V
R

the category of adjectives and adverbials
the category of complementizers and the position of the finite verb in
main clauses
the category of determiners, including
intransitive determiners like pronouns and proper names
the category of common nouns including proper nouns
the category of adpositions, i.e., pre- and postpositions
the category of verbs
a default category for anything that does not fit into the above categories
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Categories like AP, CP, DP etc., which are primitives of traditional X-bar theory, are dispensed within our annotation, but can be defined with the help of edge
labels, as will be shown further below. Note also that there is no Infl category in
our annotation. Following the theory developed by Sternefeld [9], clauses are CPs,
and the complement of C is a VP.
2.2.2

Part-of-Speech Tags and Morphological Labels

PoS tags subcategorize the seven node labels according to their morpho-syntactic
lexical properties as illustrated in Table 1 below. We opted to develop our own PoS
tag set for the following reasons. A considerable amount of information encoded
in existing tag sets, such as the STTS [7], is already encoded in our annotation in a
different way using edge labels, tree structure or morphological informations. We
wanted to avoid the redundancy of restating that. Furthermore existing PoS tag sets
do not adequately capture the linguistic intentions of the annotation; they thrive to
be theory-neutral while our tag set is derived from the linguistic framework we use.
Subcategories of A
Ad
A-infl
Adv
W-Pron

adverb, predicative adjective
inflected adjective
adverbial
wh-pronoun

er fährt/ist schnell
ein schneller Fahrer
heute, schon, bald
wie geht es dir?

Subcategories of C
V-fin
C-fin
C-zu

the finite verb in C
complementizer with finite clause
complementizer with infinite clause

Fritz schläft ein
dass er kommt
um zu arbeiten, anstatt

Subcategories of D
W-Pron
Rel-Pron
Poss-Pron
Refl-Pron
Rec-Pron
Pers-Pron

wh-pronoun
relative pronoun
possessive pronoun
reflexive pronoun
reciprocal pronoun
personal pronoun

Prop-N

proper name

Det

transitive determiner

wer, wessen, was, welcher
dem, dessen
mein, dein, unser
sich
einander
ich, du, er,. . . , mich, dich. . . ,
meiner, mir etc.
Fritz, Anna, Fritzens Mut,
Annas Kleid
d-er, jed-er, ein, kein
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Det-intr

intransitive determiner

das ist meins, da ist keiner,
den kenne ich, PRO

Subcategories of N
CN
PN

common noun
proper noun

Haus, Wand, Eis, Gold
der Hans, die Schweiz

Subcategories of P
Prae-P
Post-P
P-Adv
P+Det

preposition
postposition
pronominal adverb
preposition + determiner

in, an, auf, mit, ohne, von
wegen, halber
damit, davon
im, am, ins

Subcategories of V
AuxMod

modal auxiliary

AuxPerf
AuxFut
AuxPass
AuxModPass
A.c.I.
Rais
Cntr

temporal auxiliary
temporal auxiliary
passive auxiliary
modal passive auxiliary
exceptional case-marking verb
raising verb (not one of above)
control verb (not one of above)

Verb

main verb (not one of above)

wollen, können, müssen, dürfen, sollen
haben, sein
werden
werden, kriegen, bekommen
sein
lassen, sehen, hören, fühlen
scheinen, pflegen, haben + zu
wünschen, möchten, versuchen, befehlen
Fritz hat geschlafen

Subcategories of R
Ptcl
P-ptcl
V-ptcl
W-ptcl
Neg

particle
stranded preposition particle
verbal particle
was-für-particle
negative particle

wohl, ja, noch
da (from damit, daher)
wenn er wegläuft
was für Menschen
nicht

Category-independent PoS tags
Trace
Conj

trace
conjunction

t
und, oder, (so)wie

Table 1: The S INBAD PoS tagset

Morphological labels are those for case markings on determiners, nouns, and
adjectives (nom, acc, dat, gen) and those for inflection on verbs (fin, inf, part (par67

ticiple), to (to-infinitive)). Nouns and adjectives will only be labelled when having
an explicit morphological case marking, i.e., a case affix (different from zero affixation). In contrast to this, determiners always bear a morphological label, even
if it is a null determiner. Other morphological categories like person, number, and
gender were not relevant in the hitherto recorded sentences, but could easily be
added in future applications.
2.2.3

Edge Labels

We distinguish between lexical edge labels and syntactic edge labels. Lexical edge
labels are the edge labels directly above the lexical layer and encode additional
contextual information as *W* (the specifier of C contains a wh-item), *Rel* (the
specifier of C contains a relative pronoun) and *TOP* (the specifier of C is a topicalized phrase).
Syntactic edge labels indicate head-complement or head-adjunct relations between two sister nodes. The node labels together with the syntactic edge labels
constitute a minimal residue of X-bar theory. These are the syntactic edge labels:
adjunct
head
rel-head
spec
––

immediately dominates an adjunct
immediately dominates a head
immediately dominates a relativized head
immediately dominates a specifier
immediately dominates a complement

Typical adjuncts are prenominal adjectives, relative clauses and adverbials.
Typical specifiers are the SpecC position, prenominal genitive DPs and possessive pronouns, and the subject of a predicate; these will always be immediately
dominated by the edge label spec. The head label is employed to encode a residue
of X-bar theory. Any node which is not a head is a maximal projection. This way,
categories like NP or CP can be dispensed with: A maximal projection NP can be
defined as an N-node that is not immediately dominated by the edge label head.
2.2.4

Secondary Edge Labels

Secondary edges denote specific relations between nodes, represented as arrows.
We identify four types of constructions or grammatical relations:
move
co-ind

movement
relating a trace to its antecedent
co-indexing for the purpose of binding theory
relating an anaphora to its antecedent
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es-ko
w-w

2.2.5

es-correlative constructions
relating the pronoun es to a coreferential, extraposed CP
was-w-constructions (partial movement)
relating a partially moved wh-phrase to was

Null Elements

Although to some extend we avoid the use of empty categories, we still formally
distinguish five types of empty lexical items:
pro
PRO
t_V
t
0

the subject of subjectless finite clauses
the empty subject of an infinitival CP
the trace of a verb-second movement
any other trace
any other empty category not mentioned above

pro only appears if there is no other way to satisfy some version of the extended
projection principle, i.e., there is no nominative that could be argued to be the
subject of a finite clause. In general, this is only the case in impersonal passive
constructions. PRO is the subject of CPs headed by C-zu. The remaining zero
categories represented by “0” are empty determiners, empty wh-operators, empty
complementizers and empty conjunctions.
Traces are left by every category that has been moved to another position in
the tree. Note, however, that we admit the following exception: In verb-second
movement, we decided that the PoS tag of the moved verb in C is V-fin, the PoS
tag of the trace is not Trace but the original one of the moved verb. The trace of
V/2 itself is marked by t_V to distinguish it from other traces which are always
connected with the element which has been moved by a secondary edge label. For
perspicuity, we tried to reduce the role of movement to a minimum. For example,
subjects may be directly generated in SpecC, without moving from within VP; this
allows one to distinguish between genuine topicalizations and normal SVO order.

2.2.6

General Considerations

The annotation schema chosen for our treebank is completely different compared
to those for existing German treebanks as T IGER, TüBa-D [8], Tüa-D/Z. These
annotation schemes do not reflect a commitment to a particular syntactic theory.
The syntactic structures are rather flat and simple and do not contain empty categories or traces. See, for example, the ‘flat clustering principle’ used in TüBa-D
and TüBa-D/Z [8, 11] which keeps the number of hierarchy levels in a syntactic
structure as small as possible. In the Penn Treebank, empty categories are anno-
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tated, but here again a relatively flat context-free notation is used without leaning
towards a particular theoretical view.
The advantage of our annotation scheme is that the treebank contains much
more information than ordinarily available. Linguistically relevant concepts such
as c-command, extraction, pied piping, remnant movement, freezing, and many
others are explicitly or implicitly encoded in terms of structure or secondary edges.
These concepts are not necessary local and therefore cannot be encoded in other
German treebanks; nonetheless they are absolutely crucial for any generative theory of language.

3

Querying Suboptimal Structures

In the treebank presented here, deep syntactic structures are used for the annotation and linguistic information is often encoded implicitly (e.g., the relation
c-command). These characteristics pose a specific challenge for query tools and
the power of their query languages. We therefore selected the query tool fsq [4]
which allows the user to search treebanks for complex syntactic constructions and
offers full first-order logic as query language.

3.1 The Query Language of fsq
The properties of a tree in the treebank are expressed as properties of nodes in the
tree and relations between nodes. Properties of individual nodes are the annotation
labels. That is to say, a nonterminal node has a major category and a grammatical function, which is the syntactic edge label described above. Terminal nodes
have part-of-speech labels, lexical edge labels, and tokens and can bear additional
morphological information.
Relations between nodes describe (part of) the structure of a tree. Hence, these
relations comprise the mother-daughter-relation, also called immediate dominance,
the dominance and proper dominance relation, which are the reflexive-transitive
and the transitive closure of the mother-daughter-relation. The precedence relations
are orthogonal to these, describing the left-to-right orientation in a tree. A node x
precedes another node y, if the whole subtree rooted in x is to be found to the left
of the whole subtree rooted in y. A node x immediately precedes y, if x precedes
y and there is no node in-between, preceeding y and being preceeded by x. There
can also be secondary relations between nodes, e.g., a move-relation. And one may
express equality or disequality of two nodes.
Most of the above described properties of nodes and relations between nodes
can be expressed in many existing treebank search engines. The query language

70

of fsq is the full first-order logic over these properties and relations as atomic formulae. More explicitely, the properties and relations are formulae of fsq. The
negation of a formula, the conjunction, disjunction and implication of formulae
are again formulae. And existential or universal quantification of a node variable
and a formula is again a formula. It is in particular the arbitrary quantification that
provides the high expressive power of the query language. No other off-the-shelf
query tool offers a comparable expressive power, which is often needed for the
expression of linguistically important relations. A simple, but frequent example is
the description of a complex structure in which a certain undesirable feature is absent. This requires universal quantification over all nodes in the complex structure,
because no node is supposed to bear the feature.

3.2 C-Command and Remnant Movement
Let us explain the use of the query language by means of two examples that have
strong linguistic motivations. The first example is that of c-command. This notion
plays an important role in the binding theory. Roughly, a node c-commands her
sister nodes and all the nodes that her sister nodes dominate. Formally, a node x
c-commands another node y if there is a third node z that is the mother of x and
y. The second conjunct excludes
that dominates y, i.e., zz x  z  y x
cases where x dominates y. The situation is actually a little bit more complicated
if the node taking command is a terminal node. Due to the annotation scheme of
S INBAD, the preterminal level is unary branching. In other words, the mother of a
terminal node x is never the mother of any other node than x. To get to a properly
branching node we have to go the the grandmother of a terminal node. Formally
 zx
z  z w w x  z w  z  y w
y. To consider the terminal and
the nonterminal case the disjunction of the two formulae has to be taken. But since
the formula for the case of a terminal node has a higher quantifier depth, it should
be used only in those circumstances where it is needed. Often linguists consider a
c-command relation between nonterminal nodes, and in this situation, the simple
formula stated first suffices.
Remnant movement describes the leftward movement of a complex structure
out of which a smaller substructure is already moved. Consider Figure 1 as an example. Here, the complex VP [ Damit gerechnet ] is moved into the topic position
of the sentence, which is the specifier of the CP. This complex VP contains the
trace of the particle da which was moved out of the VP before the VP is moved. A
necessary precondition for this type of construction is that the landing position of
the smaller structure is c-commanded by the landing position of the large structure
out of which it was moved. Due to the fact that movement is explicitely annotated
in the treebank via a secondary edge with label move, it is simple to search for
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instances of remnant movement in the treebank. Remnant movement of node x,
where x is the root of the complex structure that is moved, can be expressed by the
z  x c-commands w.
following formula: y y x  w z z w  x
The first conjunct expresses the existence of a move-secondary edge that ends in
x. The second conjunct expresses the movement of the smaller substructure. It
is moved from node z which is dominated by x to a landing position w that is
c-commanded by x.

3.3 The Web Interface
The treebank is available on the web under the following URL: http://barlach.
sfb.uni-tuebingen.de/~a3/. This site gives access to a structural search as
well as to a keyword search to be described below.
The tree structure search is realized as a web interface to fsq. Part of fsq is a
graphical user interface that systematically supports users in constructing queries.
When composing a query most users think in a bottom-up fashion focusing first on
the atomic constituents. This approach is supported by the user interface in the following way. An Atomic menu lets the user compose atomic formulae. He picks the
relation of his choice, say, e.g., the dominance relation. He is successively asked
for names of the variables one dominating the other. Thereafter, the syntactically
correct formula is added to the list of formulae. The other atomic formulae can be
constructed in a similar fashion.
In order to get more complex formulae, the user can choose operations from
the Complex menu. It contains menu options for the boolean connectives and
quantifiers. To compose, e.g., a conjunction, the user first chooses the formulae he
wishes to conjoin by clicking on them in the list of formulae. Thereafter he just
picks the Conjunction menu item and the conjunction of the formulae he chose is
added to the list of formulae. In case of an existential or universal quantification,
the user selects a formula from the list, and, e.g., the Existential Quantification
menu item. He will be asked for the name of the variable to quantify over, and the
existentially quantified formula is added to the list of formulae.
We transformed the graphical user interface of fsq into an applet and modified it
for our purposes. With the help of the applet, queries can be composed, edited and
submitted from a standard browser. In addition to the predicates and relations provided by fsq, we offer macros encoding such linguistic constructs as c-command,
head relation, extraction, and remnant movement, which can be combined with
other relations, thus forming complex queries. These are transmitted from the applet to a cgi-script, which starts the fsq engine and displays the retrieved sentences
in HTML format.
Linguists however are not exclusively interested in searching a collection of
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suboptimal tree structures, they of course are also interested in additional information as the grammaticality rating of a given sentence, the reference source,
etc. Therefore the treebank is embedded in a larger system that also comprises
a MySQL database containing these informations. Accordingly, for each sentence
retrieved by the tree structure search, the user can request the syntactic annotation
as a tree, the source, the set of structurally similar sentences and their ratings as
given by the author.
The database also contains an extensive description of each tree in the form of
a set of keywords. The keywords are grouped into six areas of linguistic properties
of a tree: wh-movement, topicalization, scrambling, binding, extraposition and
dislocation, and complementation. For each area, there exists a fine grained list of
potential features. As an alternative way to search the treebank we provide a web
interface to this keyword database.
Keyword search is simple and may be more appealing to novel users of the
treebank. But it provides access only to a proper subset of the structural properties of trees in the treebank. Every keyword search can also be performed by an
fsq query. But there are interesting complex queries that cannot be expressed by
keyword search.

4

Conclusion

We presented a treebank of suboptimal structures in German. The novelty of the
present work is threefold. Our treebank is the first treebank for German that provides analyses of trees within the framework of generative grammar. It is also the
first treebank to provide suboptimal sentences together with their grammaticality
judgments. It is therefore of high importance for generative linguistics of German.
To offer an open access to the treebank we subplanted the treebank with a very
powerful query system that is accessible via the web. It is especially this accessibility that makes the treebank so useful for linguists. Future developments include
an extension of the size of the treebank and an implementation of techniques to
shorten query response times.
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Introduction

In this paper we will address a special group of lexical elements which show a
particular affinity with negative contexts. Such elements, usually referred to as
negative polarity items (NPI), have been widely studied in the linguistic literature
since [4]. The classical example of an NPI is the English indefinite determiner any.
As demonstrated in (1) a sentence containing any and negation is grammatical.
Without the negation the sentence is ungrammatical. Following standard terminology we will refer to the negation as the licenser of the NPI. We will underline NPIs
and print the licensers in bold face.1
(1)

a. He hasn’t seen any students.
b. *He has seen any students.

Since we will be focussing on German an analogous German example is presented
in (2). These sentences only differ in that sentence (a) contains a so-called n-word
as licenser and in (b) there is no exponent of negation; thus the NPI jemals (ever)
is not licensed.
(2)

a.

Niemand von uns war jemals im Jemen.
nobody of us was ever in Yemen
(’None of us has ever been to Yemen.’)

 We are grateful to Tylman Ule and Lothar Lemnitzer for comments and to Guthrun Love for her

help with the English.
1
There is a particular use of any, called free-choice any, which does not require a negative operator such as not. Nevertheless this use has a restricted distribution, i.e. it requires a context which is
nonveridical ([14],see section 2).
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b. *Einer von uns war jemals im Jemen.
One of us was ever in Yemen
The inventory of NPIs in English and Dutch has been documented fairly well. [3]
presents about 250 Dutch NPIs. For German the state of documentation is less
ideal. There are only two relatively extensive lists: [13] and [5], neither of which
comes even close to the data collected by Hoeksema.
In this paper we will present a first step towards an automatic corpus-based
compilation of a list of German NPI candidates. To our knowledge [11] was the
first person to point out explicitly that the relation between an NPI and its licenser
bares similarities to the relation between a collocate and its collocator. This idea,
then pursued in [12], represents the basic motivating insight for this paper.
In Section 2 we will summarize the semantic literature on NPIs. These insights are applied to extract NPI candidates consisting of a single lexical element
in Section 3, and in Section 4 to extract complex NPI candidates.

2

Linguistic Aspects

In this section we will present a summary of those aspects of NPIs which are directly related to our study.
Negation is understood as a logical operator which imports special entailment
properties to the semantic value of an attached sentence. The literature on NPIs
distinguishes several degrees of negativity based on their formal semantic properties.2
We will concentrate on downward entailing operators to identify negative contexts without differentiating operators of stronger negation. Downward entailing
operators import a fairly weak degree of negativity and thereby include also the
operators of stronger degrees. Most NPIs require at least a downward entailing
context and the importance of downward entailingness for NPI licensing has been
remarked on in [6]. Genuine downward entailing operators include words such as
höchstens (at most), kaum (hardly) or wenige (few). A downward entailing context
allows one to reason from sets to subsets as demonstrated in (3):
(3)

Few congressmen eat vegetables.
spinach  vegetables
Few congressmen eat spinach.

An even weaker notion of negativity is that of nonveridicality ([1, 14]). Roughly
2

See [12] for an introduction to the necessary formal semantic properties of negative contexts and
NPIs with rich data.
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put, if a statement is in the scope of a nonveridical operator, then the truth of
the statement is not implied, but reasoning from sets to subsets is not possible
in general. Nonveridical contexts are triggered by direct or indirect questions, free
relatives, and also by adverbials such as vielleicht (perhaps). Since this category
appears to be rather large, we will only include interrogatives in our considerations.
Although we will ignore the differences for the time being, it should be noted
that NPIs can have different distributional patterns along the degrees of negativity,
which make it possible to distinguish different subclasses of NPIs.
[15] mentions the modal verb brauchen (need) as an NPI that is compatible
with downward entailing triggers, but excluded from questions.
(4)

*Wer braucht Brot zu kaufen?
who needs bread to buy

An NPI which can occur in all the above-mentioned contexts is jemals (ever). Note
that it is still an NPI because it is excluded from sentences without a licenser, as
demonstrated in (2).
Since we are only interested in finding NPIs we will skip the subclassification
topic and concentrate on downward entailing contexts and interrogative constructions, although subclassification naturally follows acquisition.

3

Extraction of NPI Candidates

After having established the theoretical framework for our empirical study of German NPIs, we can now proceed to the actual corpus work. Some remarks on problematic corpus-related aspects of NPIs will be made at first in section 3.1. Section 3.2 discusses the corpus and the methods which we employed. Section 3.3
briefly goes into problematic cases of clause annotation. The extracted candidates
will be presented in Section 3.4. In Section 3.5 we evaluate several quantitative
measures for our data.

3.1 Remarks on Feasibility
Starting from English examples, [2] stresses several problematic aspects of automatic detection of NPIs. One of the most severe ones is polysemy, which “is
rampant among polarity items”, i.e. NPIs “are nearly always the evil negative
twin of some perfectly innocent nonpolarity item”. To account for various uses
of NPIs, Hoeksema regards word-class tags and information about the structure of
complements (“parsed corpus”) as prerequisites for a text-corpus on which polarity
extraction methods are applied. TüPP-D/Z, the corpus we are using (see the fol-
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lowing section), contains part-of-speech tagging and lemmatization, which is even
more important, in order to abstract away from the many inflected forms a lexical
item can have in German. However, complement structure is not available, which
would be very helpful to account for certain NPIs, e.g. brauchen (need), whose
negative polarity depends on the complement structure (see section 3.4).
On the other hand, there are “items of such low frequency that statistical methods will have trouble identifying them”([2], chap. 2). Because of the rare occurrence of many NPIs we need large collections of language data and therefore we
use an automatically annotated corpus such as TüPP-D/Z. Therefore we have to
accept, that the corpus is partially parsed and the annotation has its errors (see 3.3).
Another problematic aspect is determination of licensing contexts for each
lemma. As Hoeksema shows for hidden licensers (such as conditional readings)
and the class of negative predicates (such as lack or impossible), it is virtually impossible to detect all licensers of negativity. On the other hand, the determination
of licenser scope can be considerably improved by using clause information of
the TüPP-D/Z corpus. But still it is just an approximation towards correct scope
modelling.

3.2 Methods
We use a part of the TüPP-D/Z corpus (Tübingen Partially Parsed Corpus of Written German; see [10]).3 TüPP-D/Z is based on the electronic version of the German newspaper die tageszeitung (taz). It contains lemmatization, part-of-speech
tagging, chunking and clause boundaries. The year 1998 of TüPP-D/Z consists of
about 1.2 Mio sentences (1,170,618) which contain 733,098 different lemmatized
forms.
The NPI extraction procedure is basically done in three steps: clause marking,
lemmata counting and evaluation.
Based on the lemmatization and the part-of-speech assignments in TüPP-D/Z
we classify the clauses according to the presence of an NPI licenser. Basically,
we demand the licenser to impose downward entailingness or to form an interrogative construction. Thus the set of NPI licensers comprises lexical licensers (e.g.
nicht (not), niemals (never), kaum (hardly), question mark) and structural licensers
(e.g. superlative + relative clause).4 In future research we want to add licensers
with inherent negation (e.g. bezweifeln (to doubt)).5 Subclause annotation plays a
crucial role for structural and inherently negative licensers since they only license
NPIs within the clausal complement. Unfortunately we can only model a subset of
3

The homepage of TüPP-D/Z is http://www.sfs.uni-tuebingen.de/tupp.
A full list of the triggers which we used in our study is given in the appendix.
5
A full list of the triggers which we used in our study is given in the appendix.
4
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structural licensers where the clausal complement immediately follows the structural licenser and we can be sure that both belong together. This limitation follows
from the absence of an annotated complement structure, as mentioned in 3.1 .
We also use clause-structure annotation given in TüPP-D/Z to derive scope
relations in a very general manner. It holds that a deeper embedded negative operator cannot license NPIs in a higher position. An example of such a configuration
is given in (5-a). In this structural position nicht cannot license an NPI in the matrix
clause (b).
(5)

a.

[Was Frauen droht, [die dem Aufruf nicht folgen]], blieb unklar.
’It remained unclear [what was going to happen to women [who do
not follow the call]].’
b. *[Was . . . [. . . nicht folgen]] wurde jemals gesagt.
what
not follow was ever said

On the other hand, a licenser of a clause is also valid for all its sub-clauses.
After clause marking we extract for each lemma in the corpus the number of
total occurrences and the number of occurrences in clauses which contain a trigger.
We restrict ourselves (i) to lemmata which are not lexical triggers for any of the
contexts themselves and (ii) to lemmata which occur at least 40 times, because less
frequent lemmata do not show a reliable occurrence pattern for polarity contexts.
We have to concede that this is a purely heuristic threshold. The resulting data
contain 15,791 lemmata.6
In order to derive lists of NPI candidates, we calculate the ratio of contextual and total occurrence for each lemma. We then calculate the mean and the
standard deviation  of the context ratio over all lemmata. That allows us to determine the z-value for each lemma on the basis of the following formula using 
as the lemma’s relative frequency in a given context.
(6)






A ranking based on the z-values is equivalent to a ranking based on the context
ratio of occurrence. Nonetheless, the z-values veer away from actual ratios and
indicate the difference of a context ratio from the mean in terms of multiples of the
standard deviation. Furthermore, statistical significance levels can be integrated,
given a normal distribution. The distribution curve of the context ratios, however,
is not perfectly normal, but misses extreme z-values on the left.7
6
7

279,022 lemmata occurred less than 40 times.
The z-values range from -2.65 to 8.29 and the mean is zero.
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3.3 Problems of Annotation
Using an annotated clause-structure for modelling scopal relations requires, of
course, correctly annotated clauses. Unfortunately clause annotation is a difficult
task, especially in the case of highly nested or complex sentences, where the shallow parser used in TüPP-D/Z often reaches its limit. One can find instances of
wrongly annotated clauses in the corpus, even when they are clearly marked, e.g.
by initial dass (that) such as in (7).
(7)

cl Dem Papier ist zu entnehmen /cl, dass gestern [...] 1,8 Milliarden
Mark gewonnen werden konnten . [taz, 01.04.1998]
’It can be seen from the paper, that [...] 1.8 billion Marks were gained,
yesterday.’

Looking at the XML-structure of the corpus, the ideal case is the sentence-node
containing one single clause-child, which comprises the matrix-clause and possibly further sub-clause structures. But this does not always correspond to reality:
there are sentence-nodes without an immediate clause-child, unrecognised subclauses, annotated matrix-clauses and concurrently unrecognised sub-clauses (as
in (7)), and unrecognised matrix-clauses next to annotated sub-clauses — every
configuration seems to be possible.
In order to avoid wrong data due to wrong clause annotation, we concentrate
on sentences with one clause-child. Here the parser can interpret all elements of
the sentence in a (for the parser) satisfying way, therefore it is more likely that the
clause-structure is correct. Doing this, 32% of the 1170618 sentences of the 1998
TüPP-D/Z year are ignored.8
Regarding the lemma rankings that result from using either the reduced or the
whole corpus, we cannot find major differences for lemmata with high z-values,
though the lemma ranking from the reduced corpus seems to be better. A comparison in terms of descriptive statistics, however, is problematic. The frequencies of
the lemmata differ considerably according to the difference in corpus size.

3.4 Results: NPI candidates
We expect NPIs to have particularly high z-values. 595 (297) lemmata show a
significantly high z-value at    (  ). Immediately the question arises
of how to decide the quality of the ranking.
Quality could be expressed in terms of precision and recall: We start from an
NPI list established by the lists of [13] and [5] and ask how many NPIs are retrieved
8

An improved query gives us even a rate of 38%.
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at least partly in the candidate list, which could consist of lemmata above a certain
z-value. Whether or not complete NPIs are detected is not important, as long as
parts of known NPIs are found.
However, the NPI list of Kürschner and Welte is not complete. We expect
many NPIs not to be on the list, and our goal is also to find these NPIs. With this
approach precision and recall are less trustworthy: lemmata not on the NPI list
could be parts of NPIs not yet detected.
Therefore we will use the following qualitative evaluation, which is more flexible and more precise: We will consider the ranking position of the prototypic NPIs
jemals and brauchen, and we examine a group of top ranked lemmata.
If we then examine the 25 highest z-scored lemmata9 , we get the following
picture: introspectively, the list does not contain totally non-polar items. However,
for several reasons not every item is an NPI by itself.
Firstly, in addition to NPIs such as sonderlich (particular) and gar ([not] at all),
which are complete and non-polysemous, there are lemmata which clearly show
negative polarity without being complete NPIs, i.e. they rarely occur as NPIs without certain lexical material surrounding them. An example of an incomplete nonpolysemous NPI is wahrhaben from the multiword expression wahrhaben wollen
(to want to admit).
Secondly, one finds several “pseudo-polarity items”([2]), that have a stylistically motivated affinity for negation, but still can occur outside negative contexts. And even here one can distinguish between stand alone (finanzierbar (’affordable’)) and lexically dependent (hinwegtäuschen können (to obscure the fact)).
Since the text type of the corpus influenced our data, we expect better results from
a more balanced corpus. Nevertheless, pseudo-polarity is interesting as an early
form of polarity sensitivity.
The NPIs jemals (ever) and brauchen (need), which we used in the previous
examples, are not included in these 25 top-ranked lemmata. While jemals occurs
at rank 49, which is satisfying, we have to go down to rank 525 for brauchen. This
divergency is probably caused by the polysemous character of brauchen, which
only requires a negative context, if it has a non-finite clausal complement, as shown
in (8):
(8)

a.
b.
9

Peter braucht das nicht zu essen.
Peter needs that not to eat
Peter braucht einen Kaffee.
Peter needs a
coffee

see the appendix for a detailed listing.
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The grade of polysemy culminates in complex NPIs, where the elements on their
own look totally innocent (alle Tassen im Schrank haben (’to have lost ones marbles’)). To handle complex NPIs in general we need an enhancement of the current
method, as proposed in section 4.

3.5 Further Collocation Measures
We want to briefly compare the ranking of our z-values of context ratios with the
NPI candidates resulting from two commonly used measures of collocation: G¾ , a
derivative of Log-likelihood, and Pearson’s ¾ test. See [9] and [8] for the formal
definitions of these measures. Although mutual information (MI) is not explicitely
included it can easily be shown that the ranking by context ratios is the same as the
ranking by MI.10
We computed the G¾ score for each lemma. The top ranked lemmata cannot be
judged as promising NPI candidates. Except for sondern and gar ([not] at all) we
cannot find a considerable affinity with negation. In fact the remaining lemmata
occur at a very high frequency in the corpus; they are function words such as
determiners (die, der (the)), copula (sein (to be)), particles (auch (also)), modal
verbs (können (can)) or conjunctions (dass (that)).11 From this we deduce that
the G¾ score overemphasizes the general frequency of lemmata. With our rather
heterogeneous frequencies, this causes a biased view on independence. [8] also
state the weakness of the log-likelihood score against high frequencies in general.
To obtain a balance we can divide the G¾ -value of a lemma by its general occurrence and use this modified G¾ as a ranking criterion. In doing this we get
another list of promising NPI candidates. Closer inspection reveals that the ranking, even beyond the 30. position, is congruent with that of the z-value list. jemals
has exactly the same position (49) on both lists. In fact, there are only 24 elements
within the first 200 that appear on one, but not on the other list. Nevertheless there
is at least one major difference when it comes to the position of brauchen, namely
928 with G¾ compared to 525 with context ratio.
When generating a ranking by ¾ we once again end up with a disappointing
with frequence  , the frequence of negative contexts  and furthermore
occuring in a negative context, the formal definitions of context ratio
and MI will then appear as follows:
10



Given a lemma

 as the frequence of
context ratio :=
MI :=

(i)



 

  
 
   =

         =   

 is the probability of the co-occurrence of



and a negative context. It is obvious that


 has a constant value and hence is not substantial for the computation of the ranking.
11
der (the) is the most frequent lemma in our corpus (590,322 occurrences).

96

list of lemmata that obviously gain a prominent position due to their high overall
frequency. However, if we balance the ¾ -value by total frequency, we also get
a promising candidate list. The ¾ list, unlike the G¾ list, has the same elements
even within the 200 top ranks, as the list by context ratio, as well as a congruency
in the first 30 positions of the ranking. Again, brauchen makes the difference with
position 674 in the ¾ list.
To summarize this section, our use of context ratios is justifiable since we only
target the candidate list by ranking, without being interested in the actual strength
of association. The resulting ranking seems to be just as good as that from G¾ and
¾ , and even better as far as the position of brauchen is concerned. Moreover, G¾
and ¾ are considerably more complex to compute, which might become important
with large data sources.

4

Towards Complex NPIs

We have presented a method for extracting a list of NPI candidates automatically
from a corpus. However, these NPI candidates are only single lemmata and we
already mentioned in section 3.4 that many NPIs are more complex than that: they
might be multiword expressions or they might consist of polysemous NPIs which
require the presence of certain lexical material to develop negative affinity. We
therefore want to propose an enhancement of the original method, in order to account for complex NPIs.
The outline of the enhancement looks as the following recursive procedure: the
starting point is the list of lemmata and their context ratios. We do a collocation
test for every lemma and ask for significantly co-occurring lemmata. Afterwards
we test the distribution of a lemma and each of its collocates with respect to negative contexts. If there is a distribution pattern of lemma and collocate, which
shows higher affinity to contexts of licensers, we then repeat the procedure again
on the lemma and collocate pair, which is now handled the way we handled single
lemmata. In doing this we get chains of lemmata as new NPI candidates, which
cannot be expanded because they lack either collocates or an enlarged affinity for
negation.
The advantage of using the whole lemma list is that we have the chance to
detect complex NPIs such as alle Tassen im Schrank haben, where the elements,
taken individually, behave very inconspicuously with respect to negative contexts,
therefore being ranked far away from the usual NPI suspects12 . The disadvantage
is rather technical, but nevertheless meaningful to us: it takes a lot of time.
12

alle (all) is the best ranked at position 1009.
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As a collocation measure we integrated the G¾ score. The span of collocation
testing was a clause as annotated in TüPP-D/Z. Here the question arises of which
significance level to choose, as even a “strong” significance level at    (6.6)
seems to be too weak ([7]). We took a G¾ score of 10 for the examples below.
Because of the computational efforts we will present only two isolated cases.
Consider the verb verkneifen (manage without) at ranking position 84. We find
a collocate können (can), which co-occurs 33 out of 58 times. The combination
verkneifen können appears 32 times within a negative context, which makes a zvalue of 7.959 and corresponds to the second best ranking ! verkneifen können does
not appear in [5] and seems to be a NPI to the authors. Another example concerns
Kram (stuff) at ranking position 101. From that we can generate a lemmata chain
Kram in passen der, which occurs 16 out of 19 times in negative contexts, giving it
a z-value of 6.563 and the 7th position of the ranking. The lemmata chain obviously
corresponds to the multiword expression in den Kram passen (’to be welcome’,
literally: to fit in the stuff), also an complex NPI to the authors and not listed in [5].
This illustrates how complex NPIs can be obtained, even ones that were unnoticed so far. It also becomes obvious that we have to enlarge the corpus since the
frequencies of the presented complex NPIs are quite low.

5

Conclusion

Our starting point was the insight from [12] that the relation between an NPI and its
licenser is of a collocational nature. We extracted distributional profiles of lemmata
in a partially parsed corpus of German, mainly with the aid of lemmatization, partof-speech tags and clause structure annotation and with respect to negative contexts
derived from the semantic literature on NPIs. We used these profiles to compile
a list of NPI candidates. We showed that a simple quantitative ranking leads to
promising candidates, and we compared this with other collocational measures.
We also showed that we can extend our method naturally to complex NPIs.
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A
A.1

Appendix
Triggers for Negative Contexts

We will only list the lemmata which were used as triggers. We only give the base
form in nominative. The lemmatization subsumes the inflected forms.
Lexical Triggers:
nicht, nich, keinesfalls, keineswegs, ohne (as complementizer), weder
nie, niemals, nimmer, nirgendwo, nirgends, nirgendwohin, nirgendwoher, niemand,
nichts, nix, kein, keinerlei, ohne (as preposition), bevor, wenn
höchstens, kaum, selten, wenig
ob, wer, was, welch, welcher, welche, wann, warum, weshalb, weswegen, wie,
wieso, wieviel, wo, wobei, wodurch, wofür, woher, wohin, woran, worauf, woraufhin,
woraus, worein, worin, worüber, worum, worunter, wovon, wovor, wozu, wonach,
womit, ?
Comment: The interrogative pronouns are extracted by their part of speech tag
(PWAT, PWAV, PWS).
Structural triggers:
- Universal quantifiers (alle,jede) + immediately following relative clause
- NPs containing superlatives + immediately following relative clause
- zu (too) + adjective + immediately following clause, introduced by um (in order
to)

A.2


1
2
3
4
5
6
7
8
9
10
11
12
13

NPI candidates

Lemma
z-val.
verhehlen (to conceal)
8.29
hinwegtäuschen (to obscure the fact) 7,85
sonderlich (particular)
7,62
notwendigerweise (necessarily)
7,10
verwunderlich (amazing)
7,00
zimperlich (prissy)
6,63
hinnehmbar (tolerable)
6,56
Seltenheit (sparseness)
6,51
anbelangen (to concern)
6,38
antun (to do sth. to so.)
6,35
gar ([not] at all)
6,30
beileibe (by [no] means)
6,25
nützen (to be of use)
6,17


14
15
16
17
18
19
20
21
22
23
24
25

Lemma
antasten (to touch)
Handhabe (handle)
scheren (to pay attention)
einwenden (to argue)
vorhaben (to intend)
durchsetzbar (enforceable)
abschätzen (to estimate)
verborgen (hidden)
Ahnung (anticipation)
wahrhaben (to disavow)
zurückschrecken (to stop at)
unsympathisch (unappealing)
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z-val.
6,15
6,15
6,14
6,08
6,06
6,03
5,96
5,80
5,79
5,78
5,70
5,69
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1

Introduction

Several approaches to grammar acquisition from treebanks have succeeded in obtaining lexicalized grammars with many lexical entries at low cost (Xia [1], Chen
and Vijay-Shanker [2], Chiang [3], Hockenmaier and Steedman [4], Miyao et
al. [5]). Although treebank grammars achieved significantly higher coverage in
real-world texts than manually developed grammars, coverage still needs to be improved. Lexicalized grammars assign many lexical entries to a single word to deal
with the various syntactic alternations. Since it is difficult to obtain all words in all
syntactic alternations in the treebank, we need to modify the acquired lexicon to
improve coverage.
We previously succeeded in improving the coverage of such grammars by using
lexical rules to expand lexical entries acquired from treebanks [6]. The lexical entries are first reduced to their lexemes using the inverse lexical rules. After that, the
lexemes are expanded to various kinds of lexical entries using the ordinary lexical
rules. However, our method has not been evaluated in terms of statistical parsing. Considering that the number of lexical entries assigned to a word is increased
significantly, the method possibly has negative side effects on parsing. Intuitively,
the increase in lexical ambiguity makes disambiguation difficult. We can therefore
expect that the accuracy of parsing decreases and the parsing time increases.
We examined the effect of using lexical rules to acquire an HPSG grammar
from a treebank, in terms of accuracy and parsing time. Our experiments were
based on an HPSG grammar extracted from the Penn Treebank (Marcus et al. [7])
and a probabilistic CKY-style parser [8] described in the following sections. Contrary to our expectation, the results showed recall significantly increased without
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Figure 1: Grammar extraction from the Penn Treebank

decreasing precision. This indicates that lexicon expansion improves not only coverage but also the accuracy of statistical parsing when we use an appropriate probabilistic model and parsing strategy. The results also showed that parsing time is
not affected by the lexicon expansion.

2

Background

2.1 Extracting HPSG from a treebank
We used an HPSG grammar extracted from the Penn Treebank using the method
of Miyao et al. [5] as the original grammar. The original grammar consists of a
few grammar rules (schemata) written by hand and many lexical entries acquired
from the treebank. Figure 1 shows the grammar extraction process. A parse tree in
the treebank is first converted into an HPSG-style derivation tree by enhancing the
annotations in the treebank. For example, an auxiliary verb shares its subject with
the main verb in HPSG, though it is not explicitly annotated in the Penn Treebank
(Figure 1). In this case, an extra annotation is added so that “can” shares its subject
with its complement. Lexical entries are then acquired by applying the schemata
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Figure 2: Lexicon expansion with lexical rules

inversely to the derivation tree.
Since each lexical entry represents detailed syntactic constraints, many lexical
entries are assigned to one word in lexicalized grammars. For example, the lexical
entries for “gave” in the following sentences are different in HPSG.
He gave a book to Mary.
He gave Mary a book.
This is the book he gave to Mary.
Therefore, many lexical entries are needed to analyze real-world texts with lexicalized grammars.
In grammar acquisition, an acquired lexical entry corresponds to only a single
syntactic alternation of a word. Even if the lexical entry for a verb in the present
tense is acquired, lexical entries for the past tense, the base form, or other syntactic alternations are not acquired using the conventional method. As a result, a
word is regarded as unknown when its surface form appears in a different syntactic
alternation, limiting the coverage of the acquired treebank grammar.

2.2 Expanding a treebank grammar with lexical rules
Pollard and Sag [9] proposed that each lexical entry be generated by applying lexical rules to a lexeme. For example, past_rule generates a lexical entry for the past
verb “had” from the lexeme for “have”. Since lexical rules are common to all lexemes that satisfy the input conditions (e.g. the input of past_rule must be a verb in
the base form), a small set of lexical rules are sufficient to generate various kinds
of lexical entries.
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We previously showed that lexical rules are useful for improving the coverage
of a treebank grammar [6]. The process of lexicon expansion using lexical rules in
grammar acquisition is divided into two steps: reduction and expansion (See Figure
2). The reduction phase reduces lexical entries having the same subcategorization
frame into one lexeme by applying inverse lexical rules. For example, “gave” in
“He gave his book to Mary” or “given” in “the book given to Mary” is reduced to
one lexeme corresponding to the ditransitive verb “give”. Since one lexical entry
corresponds to one lexeme, the reduction phase is deterministic. Once the lexemes
are obtained, lexical entries unobserved in the treebank can be generated by simply
applying lexical rules to the lexemes in the expansion phase.
We developed a set of lexical rules manually using one section in the Penn
Treebank as a development set. While the lexical entries were designed to produce only linguistically valid lexical entries, the expanded lexicon includes lexical
entries rarely observed in real texts. Such infrequent lexical entires may lead to superfluous ambiguities, possibly decreasing parsing accuracy. We will discuss this
problem in Section 3.2.
The effect of lexical rules was evaluated by comparing the coverage of the three
grammars.
original grammar (without reduction or expansion)


grammar with expansion



grammar with reduction and expansion

and  . AlternaThe results showed that  achieved a higher coverage than
tively, the number of lexical entries assigned to one word significantly increased,
indicating increase in lexical ambiguity. This is discussed in detail elsewhere [6].

3

Parsing with the grammar expanded by lexical rules

The results for coverage are insufficient because we intend to use the acquired
grammar in statistical parsing. As mentioned before, the number of lexical entries
assigned to a word significantly increases when lexical rules are used. The increase
leads to more ambiguity than when using .
We should consider two possible side effects here. First, parsing accuracy decreases because disambiguation becomes more difficult due to increase in lexical
ambiguity. The expanded lexicon has several infrequent lexical entries, as mentioned in Section 2.2. If such lexical entries are included in the output parse trees,
accuracy possibly decreases. Second, parsing time increases because the number
of edges increases.
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Figure 3: Looking up a word in the expanded lexicon

While these side effects are crucial despite the high coverage, parsing accuracy
and time have not ye been investigated. To determine if the side effects actually
occur, we evaluated changes in parsing accuracy and time among the three grammars. The HPSG parser we used was a probabilistic CKY-style parser with beam
search for unification grammars developed by Tsuruoka et al. [8]. The following
sections describe refinement of parsing with the grammar using lexical rules.

3.1 Offline expansion
Since the expansion phase makes looking up a word in the lexicon slower, we
process this phase offline to save parsing time. We built two mappings. One is
    mapping, where  is the base form of a word,  is the part-of-speech
(POS) of , and  is the set of lexemes. The other is     mapping, where  is
the lexeme,  is the POS of an inflected word, and  is the set of lexical entries. The
first mapping is obtained through grammar acquisition and reduction with inverse
lexical rules.
The second mapping is obtained offline. Since the basic idea of lexical rules
is that lexical rules are not specific to particular words, we can build this mapping
without considering words. We assume that the output POS of a lexical rule is
determined when the input POS is given. Conversely, a lexical rule and its output
lexical entry templates are determined given a lexeme and an output POS. As it
is the same if plural lexical rules are applied to a lexeme in order, we applied as
many rules as possible to , where the output POS is , and registered the generated
lexical entries with the key  .
When looking up a word in the expanded lexicon, the two mappings are used
in order, as shown in Figure 3. To look up lexical entries for “runs”/VBZ, first the
base form of the word and the corresponding POS, “run”/VB, is obtained by an
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Table 1: Lexical entry templates assigned to “calculates”/VBZ

occurrence in treebank
probability
features (weights)





(noun complement)
0
0.163
VBZ,  (679)

(wh-clause complement)
1
0.021
VBZ,  (85.8)
“calculates”, VBZ,  (1.00)

external stemming module. Second, the first mapping is checked for “run”,VB
to obtain a set of lexemes    . Thirdly, the second mapping is consulted
with  ,VBZ for each  in    to obtain expanded lexical entries  . The
Ë
lexical entries for “runs”/VBZ are obtained as    .
¼¼

¼¼

¼¼

¼¼

3.2 Probability estimation for unobserved lexical entries
To parse texts with  or  , we have to estimate the probability distribution for
lexical entries unobserved in the treebank. A study (Miyao and Tsujii [10]) using a
probabilistic model on HPSG assigned a conditional probability    to each
word, where  is the lexical entry,  is the word, and  is the POS.    was
calculated using the maximum entropy (ME) estimation (Berger et al. [11]). The
set of ME features consisted of surface form, POS, lexical entry template1  tuples
and POS, lexical entry template pairs. We can simply adopt this model for 
and  because reasonable probabilities are assigned to unobserved lexical entries
due to the smoothing effect of ME estimation.
   can be high even if  is not associated with  in the treebank. Table
1 shows two of the lexical entry templates assigned to “calculates”/VBZ and their
related features. Both templates have one subject and one complement, while 
has a noun complement and  has a wh-clause complement2 . Although  is not
associated with “calculates” in the treebank, it has a higher probability than 
because it is frequently associated with other verbs, so that feature VBZ,   is
heavily weighted.
In contrast, an unobserved lexical entry has quite a low probability when its
lexical entry template is not observed in the treebank. Therefore, even if lexical
1

A lexical entry template is a lexical entry whose word-specific features (e.g. PHON) are abstracted.
2
The sentence where ¾ appeared is “And it calculates how often the words appear in the story
compared with how often they appear in the entire data base”.
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Table 2: Size of grammars


No. of words
No. of lexical entry templates
No. of ME features

11797
1146
72645

11797
2362
72645



9312
2356
72658

Table 3: Coverage for test set

lexical coverage (all, 51003 words)
sentential coverage (all, 2329 sentences)
sentential coverage ( 40 words, 2186 sentences)
No. of lexical entries assigned to one word (all)

(%)
98.31
73.12
74.75
26.32

(%)
98.59
76.86
78.32
36.91


(%)
98.67
78.40
79.73
36.90


rules generate infrequent lexical entries, as mentioned in Section 2.2, they are assigned low probabilities and considered to have little effect on statistical parsing.

4

Experiments

We compared the three types of grammars mentioned in Section 2.2. Tables 2 and
3 show the size and coverage of the grammars3 . All the grammars were acquired
from the Penn Treebank, Section 02-21. Section 22 was used for developing the
lexical rules, and Section 23 was used as the test set.  and  had about twice
because new templates were generated usas many lexical entry templates as
ing the lexical rules (See Table 2).  had fewer words than the other grammars
because inflected words were reduced to their base form in  using the inverse
lexical rules. In  , inflected words were looked up with the base forms in the
lexicon. The model size (No. of ME features) differed little among the grammars.
The lexical coverage was measured by examining if the acquired lexicon had exactly the same lexical entries as those extracted from the test set using the method
of Miyao et al. [5]. The sentential coverage was measured by examining if the lex3
The results are different from the ones in our previous work because we added some lexical
rules. Since the emphasis of this paper is on empirical evaluation, we omit detailed description of
the rules and generated lexical entries.
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Table 4: Parsing results for the test set ( 40 words)
¼

(%)

¾

(%)

LP/LR

84.08 / 81.51

84.25 / 83.42

UP/UR

86.88 / 84.23

87.01 / 86.16

1398
½ (%)

1259
¾ (%)

LP/LR

84.06 / 81.76

84.25 / 83.42

UP/UR

86.95 / 84.57

87.01 / 86.16

1483

1259

parsing time (ms/sentence)

parsing time (ms/sentence)

difference (%)
(p-value)
0.17 / 1.91
(1.4e-1 / 1.0e-4)
0.13 / 1.93
(1.6e-1 / 1.0e-4)
difference (%)
(p-value)
0.19 / 1.66
(8.2e-2 / 1.0e-4)
0.06 / 1.59
(2.8e-1 / 1.0e-4)
-

icon had all lexical entries extracted from a sentence in the test set. As previously
and  .
described [6],  had higher sentential coverage than
Table 4 shows the labeled precision/recall (LP/LR) and the unlabeled precision/recall (UP/UR) for the sentences within 40 words in the test set. We compared
, then  with  separately. Here precision/recall represents accuracy
 with
of the predicate-argument relations between words. “Unlabeled” means that predicate and argument words were correctly related, while “labeled” means that the
position of the argument (e.g. the logical subject should be ARG1) was also correct. This measure is similar to that reported elsewhere (Hockenmaier [12], Miyao
and Tsujii [10]). We conducted stratified shuffling tests (Cohen [13]) to determine
if the differences between the results were statistically significant in Table 4. The
rightmost column represents the differences and their p-values.
In the stratified shuffling test, the null hypothesis is that two models are the
same. If the two models are the same, a difference between the results should be
observed even when the samples are randomly shuffled between models. Hence,
the null hypothesis is tested by performing  shuffles and counting the number
 when the difference between the shuffled results is greater than the original
difference. The likelihood that the null hypothesis is correct (p-value) is computed
as      . In this case, we performed   shuffles through each test.
 achieved the best performance in all the measures as shown in Table 4.
Although precision was expected to decrease, there was no significant difference
and  . Additionally, the increase in recall was signifbetween the precision of
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Table 5: Parsing results for newly covered sentences
¼

(%)

No. of sentences
LP/LR

87.90 / 87.95

UP/UR

89.62 / 89.67

No. of sentences
LP/LR

75.55 / 64.62

UP/UR

81.08 / 69.35
½

(%)

No. of sentences
LP/LR

87.20 / 86.56

UP/UR

89.17 / 88.52

No. of sentences
LP/LR

76.50 / 73.72

UP/UR

82.04 / 79.06

difference (%) (p-value)
¾ (%)
originally covered sentences
1634
87.62 / 87.28
-0.28 / -0.67
(2.7e-3 / 8.9e-3)
89.42 / 89.08
-0.20 / -0.59
(2.9e-2 / 7.8e-3)
newly covered sentences
127
82.51 / 82.51
6.96 / 17.89
(1.0e-4 / 1.0e-4)
85.90 / 85.90
4.82 / 16.55
(1.0e-4 / 1.0e-4)
difference (%) (p-value)
¾ (%)
originally covered sentences
1712
87.14 / 87.35
-0.64 / 0.79
(3.1e-1 / 1.6e-3)
89.08 / 89.30
-0.09 / 0.78
(1.7e-1 / 1.8e-3)
newly covered sentences
41
85.96 / 85.68
9.46 / 11.96
(1.0e-4 / 1.0e-4)
88.75 / 88.46
6.73 / 9.40
(3.0e-4 / 3.0e-4)

icant, showing   . These results indicate the positive effect of lexical rules on
parsing accuracy. Considering that  is a grammar with lexical rules and without
inverse lexical rules, we can examine the effect of inverse lexical rules by comparing  with  . If there is no significant difference between  and  , ordinary
lexical rules are sufficient to obtain high accuracy. However, the difference between  and  was also significant in recall (   again), which indicates
the positive effect of inverse lexical rules. The difference in precision was not
and  .
significant as with
In addition, the parsing time did not increase even when additional lexical entries were assigned to one word. This is probably because the HPSG parser used
conducted a beam search. Since the edges with low probability are pruned in an

111

early step of the beam search, the number of lexical entries has little effect on the
parsing time.
We conducted another experiment to see how  achieved high recall. To comand  , we extracted the following two types of sentences
pare the results of
and evaluated the parsing accuracy for each type.
originally covered sentences: sentences covered by
newly covered sentences: sentences uncovered by

and covered by



The same experiment was done for  and  . Table 5 shows the results and
was higher than 
p-values for the differences between the two grammars.
in the originally covered sentences with significant differences. Although  had
better recall than  , there was no significant difference between the precision of
 and  . However,  clearly outperformed the other grammar for the newly
covered sentences. Contrary to the results in Table 4, both precision and recall
showed significant increases for these sentences.
We can determine the reason for the increases by focusing on the “ ” column. The accuracy for the covered sentences exceeded that for the uncovered
sentences. This is because the lexicon did not have correct lexical entries for the
uncovered sentences, so that the correct predicate-argument relations were difficult to output. Recall decreased when no parse tree was output due to the lack of
lexical entries. Precision decreased when a parse tree was built using an incorrect
lexical entry, which degrades the surrounding constituents. Hence, it is reasonable
that  achieved higher accuracy for the newly covered sentences.  had higher
overall accuracy than the other grammars since its advantage for the newly covered
sentences was greater than its disadvantage for the originally covered sentences.

5

Related work

Chen [14] extracted an LTAG grammar from the Penn Treebank and improved the
coverage of the grammar by mapping tree families, a subcategorization frame in
a hand-crafted English grammar XTAG (XTAG Research Group [15]), onto the
extracted treebank grammar. In XTAG, elementary trees, which correspond to
lexical entries in HPSG, are classified into tree families by hand. If elementary tree
 is assigned to word  in the extracted grammar, all elementary trees in , the
tree family to which  belongs, are assigned to . Chen improved the coverage of
the grammar using this method, and also evaluated the accuracy of supertagging.
To assign non-zero probabilities to elementary trees added by tree families, several
smoothing methods were proposed in Chen’s work. Based on the experimental

112

results, smoothing using distributional similarity was better than other methods
using tree families or POS.
There are two major differences between Chen’s methods and ours. The first
and most crucial difference is that our method does not require a hand-crafted
grammar like XTAG. We cannot necessarily assume the existence of huge resources, and available resources are not always consistent with our target grammar.
Since we assume that lexical rules are independent of grammar formalisms, we can
apply our method to other lexicalized grammars without extra resources.
The second difference is that we can use the same probabilistic model whether
we use lexical rules or not. The smoothing methods correspond to our strategy
for probability estimation described in Section 3.2. Since the ME models we used
worked well for assigning non-zero probabilities to unobserved lexical entries, our
probabilistic model did not require refinement. Note that our model originally included smoothing by POS, but this was found to work worse than the other smoothing methods in Chen’s work. This indicates that our model has the possibility for
improvement by using other smoothing techniques, which can be our future work.

6

Conclusion

We examined the effectiveness of incorporating lexical rules into corpus-oriented
grammar development for the first time. Although this could have had a negative
effect on parsing in terms of accuracy and time, experimental results showed that
higher recall was achieved without losing precision and that parsing time did not
increase. These results are strongly dependent on the probabilistic model and the
parsing strategy. Since both are compatible with lexicalized grammars other than
HPSG, applying our method to other grammars such as LTAG is the basis of our
future work.
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1

Introduction

Although large-scale grammars are prerequisite for parsing a great variety of sentences, it is difficult to build such grammars by hand. Yet, it is possible to build a
context-free grammar (CFG) by deriving it from a syntactically annotated corpus.
Many such corpora have been built recently to obtain statistical information concerning corpus-based NLP technologies. For English, it is well known that a CFG
derived from the Penn Treebank corpus (tree-bank grammar) can parse sentences
with high accuracy and coverage although the method for deriving a CFG is very
simple [1]. Actually, there have been quite a few studies concerning this kind of
grammars. For Japanese, however, CFGs cannot be derived using the Charniak’s
method since there is no large-scale syntactically annotated corpus such as the
Penn Treebank corpus 1 . Therefore such corpus needs to be developed to enable
derivation of a large-scale CFG.
However, even if a large-scale, syntactically annotated corpus were already
available, a CFG derived from it can be unsatisfactory, in as it creates a great number of possible parses (in average more than   , according to our preliminary
experiment). Too many parse results do not only reduce the parsing accuracy and
parsing speed, but also require larger memory to parse and store long sentences.
Although Charniak has removed some CFG rules (e.g. rules occurring only once
1

The EDR Japanese corpus [4] is one of the large-scale Japanese corpora. However, unlike the
Penn Treebank corpus, it is a bracketed corpus (nonterminal symbols are not assigned to each intermediate node). Shirai et al. proposed a method to derive a CFG from the EDR corpus, guessing
nonterminal symbols to be assigned automatically to each intermediate node using some heuristics
[17].
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in the corpus) to avoid such problems, this is not enough, as the rules that occur
more than once may also increase ambiguity.
Since the sentences of a normal, syntactically annotated corpus have “semantically correct” structure, the derived grammar creates many parse results, representing a different possible reading, i.e. meaning. A syntactic parser does not deal
with semantics. Hence, it is difficult to deal with ambiguity of that sort. On the
other hand, if the parser creates many different parses, it becomes difficult to disambiguate the results, even if semantic analysis is carried out after the syntactic
parsing. We assume that syntactic analysis based on a large-scale CFG is followed
by semantic analysis. Since the parse results are sent to the subsequent semantic
processing, the number of parse results should be as small as possible. Therefore,
it is necessary to build a CFG that minimizes the ambiguity during the syntactic
parsing.
We attempt to build such a CFG from a syntactically annotated corpus, by using
the following method: (1) derive a CFG from an existing syntactically annotated
corpus, (2) analyze causes of ambiguity, (3) create a policy for modifying the corpus, (4) modify the corpus according to the policy and derive again a CFG from it,
(5) repeat steps (2), (3) and (4) until all problems are solved. While repeating the
steps (2) - (4) is labor-intensive and time-consuming, it is very important to do so
in order to build an adequate, large-scale CFG for syntactic parsing.
In this paper, we propose a method for building such a large-scale Japanese
CFG, under the assumption that the parse results will be subsequently sent to the
semantic processing module. We also provide an experimental evaluation of the
obtained CFG showing reduction in the number of parse results (reduced ambiguity) created by the CFG and the improved parsing accuracy. Several methods
for tree transformation have been proposed for other languages [10, 16]. Although
our work is similar, the difference is that we consider parsing ambiguity as well as
parsing accuracy. Note that the CFG described in this paper does not perform any
semantic analysis, it deals with syntax only. While our syntactic structures might
look a bit odd from a semantic point of view, they are useful for keeping ambiguity
low during syntactic parsing.

2

Causes of Ambiguity

To decrease the ambiguity (i.e the number of parse results), we start by analyzing
main causes. There are four main causes of ambiguity:
Human Errors: Human annotators sometimes make mistakes when annotating
syntactic structure of a sentence. If there are mistakes in the corpus, the
derived CFG is likely to produce an incorrect structure.
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Inconsistency: There may be contradiction concerning the structure since largescale corpora are usually built incrementally and by several annotators. A
CFG derived from an inconsistent corpus can yield many parse results with
inconsistent structures.
Lack of Syntactic Information: Some important syntactic information might be
lost during the CFG derivation since CFG rules generally represent only
structures of subtrees of depth one (relation between a parent node and some
child node). Yet, in case of Japanese, a verb phrase can be an adnominal
phrase, continuous clause, or subordinate clause. In order to decide which
one to choose, one has to consider verb conjugation or particles (postpositions) at the end of the phrase. In a sentence like “boushi wo kabutteiru hito
wo mita (I saw the person wearing a hat)”, the verb phrase “boushi wo kabutteiru (wearing a hat)” could be an adnominal phrase, because the conjugation of the verb “kabutteiru (wear)” is an adnominal form. If no information
concerning verb conjugation can be assigned at intermediate nodes of the
subtree covering the verb phrase, it is not clear whether the verb phrase is an
adnominal phrase or continuous clause.
Need for Semantic Information: Semantic information is necessary for disambiguation in some cases (e.g. PP attachment problem for English). In the
case of a phrase like “kare no me no iro”, one cannot decide whether the
adnominal phrase “kare no (his)” should be attached to the noun “me (eyes)”
(the phrase meaning “color of his eyes”), or to the noun “iro (color)” (the
phrase meaning “his color of eyes”) by relying solely on syntactic information.
Since the first and second causes are types of annotation errors, they need to be
corrected manually as soon as they are found 2 . On the other hand, since the third
and fourth causes are not errors, they can be handled by modifying the structures
in the syntactically annotated corpus and by deriving the CFG from this newlyannotated corpus.

3

Policy for Modifying the Corpus and the CFG

In order to avoid the third cause of ambiguity, information should be added to each
intermediate node in the structure, where necessary. On the other hand, some am2

Although this kind of error can be automatically corrected (or detected) in some methods [2, 3],
not all of them can be corrected. They should be manually corrected at the end. Furthermore,
Japanese has another problem that English does not have: there are potential errors in word segmentation since words are not separated by spaces.
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biguity due to the fourth cause should be left to the subsequent semantic processing
since it is difficult to reduce the ambiguity without recourse to semantic information during syntactic parsing. This can be achieved by representing the ambiguous
cases as the same structure.
We have considered modification for verb conjugation, compound noun structure, adverbial and adnominal phrase attachment and conjunctive structure. In this
section, we describe their modification briefly. The details are given in [14].

3.1 Verb Conjugation
As mentioned in the previous section, information of verb conjugation or particles
(postpositions) at the end of the verb phrase is important to judge whether the
phrase should be adverbial phrase or adnominal phrase. We add the information
to each intermediate node related to the verb (cf. “SPLIT-VP” in [10] and “Verb
Form” in [16]).

3.2 Compound Noun Structure
In general, it is difficult to disambiguate structure of compound noun without any
semantic information. Shirai et al. modify their CFG to produce a right linear
binary branching tree for compound nouns during the parse [17] 3 . We modify the
structure in the same way: structure ambiguity of compound noun is represented
as the same structure regardless of the meaning or word-formation.

3.3 Adverbial and Adnominal Phrase Attachment
Semantic information is necessary to disambiguate adverbial and adnominal phrase
attachment. However, it is meaningless to represent all of the ambiguity as the
same structure regardless of the meaning, since it means no decision about phrase
attachment is made during syntactic parsing and it makes the subsequent semantic
processing difficult. Some of the ambiguity should be represented as the different
structure (i.e. the ambiguity is unresolved during syntactic parsing). We represent
structure ambiguity of adnominal phrase attachment as the same structure regardless of the meaning while we distinguish structure ambiguity of adverbial phrase
attachment by meaning. In case of a phrase like “watashi no chichi no hon (my
father’s book)”, the structure is same whether the adnominal phrase “watashi no
3

Instead of the term “compound noun”, Shirai et al. use the term “compound word”, meaning by
that term any constituent covering an identical part-of-speech (POS) sequence (e.g. a noun sequence).
Our term “compound noun” refers to the fact that the constituent under study acts as a noun and
consists of nouns, suffixes, prefixes, etc. (there is no need for an identical POS sequence.)
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(my)” attaches to the noun “chichi (father)” or the noun “hon (book)”. On the other
hand, in case of a sentence like “kare ga umi wo egaita e wo katta”, we distinguish
the structure according to whether the adverbial phrase “kare ga (he)” attaches to
the verb “egaita (paint)” (it means “I bought a picture of a sea painted by him”) or
the verb “katta (buy)” (it means “he bought a picture of a sea”).
Since we believe that a different algorithm should be used to disambiguate adverbial phrase attachment and adnominal phrase attachment in Japanese, we have
decided to deal with them separately. This means that the ambiguity concerning
whether a phrase is an adverbial phrase or adnominal phrase remains during syntactic parsing. However, this increase of ambiguity is not very big. Actually, in
Japanese it is relatively easy to discriminate between an adverbial and adnominal phrase 4 . We have also decided to annotate a corpus as described above since
adverbial phrase attachment can be disambiguated in some cases using syntactic
information (e.g. particles, punctuation).

3.4 Conjunctive Structure
In general, parsing accuracy of the sentences containing conjunctive structures is
significantly worse than that of sentences without such structures. Our preliminary
experiments show that the sentence accuracy of such sentences is only about half
of the rest 5 . Coping with conjunctive structures is important for improving overall
accuracy.
Since semantic information is necessary for analysis of conjunctive structures,
it is difficult to disambiguate these structures in syntactic parsing. Kurohashi et
al. propose a method that first detects conjunctive structures in a sentence, then
analyzes the dependency structure of the sentence in order to disambiguate them
[9]. Contrary to their method, our CFG does not specify conjunctive structures
during syntactic parsing, as they are assumed to be analyzed during the subsequent
semantic processing (similar to “Coordinated Categories” in [16]).

4

Evaluation

To evaluate the efficiency of the CFG modified according to our policy, we consider
two aspects, both of which are important: the number of parse results created by
the derived CFG, and the accuracy of the parsing achieved when using the CFG.
4

There are cases where this discrimination is not so easy. For instance, the adverb “hobo” can be
an adverbial phrase in the case of a sentence like “hobo owatta (it has almost been finished)” while it
can be an adnominal phrase in the case of a sentence like “hobo zen’in ga kita (nearly everyone has
come)”, however, these cases are quite limited in number.
5
The definition of sentence accuracy is described later.
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As mentioned earlier, it is important to decrease the number of parse results, as this
speeds up the processing while reducing memory load. It goes without saying that
it is more important to increase the accuracy of the parsing rather than to speed up
the process. We evaluated on the EDR Japanese corpus [4] (we refer to this corpus
as “EDR corpus”) and the RWC corpus [5].

4.1 Evaluation on the EDR corpus
The EDR corpus is a bracketed corpus with only skeletal structures recorded for
each sentences. The intermediate nodes of the structure are not assigned with nonterminal symbols. We extracted 8,911 sentences (on average 20.01 morphemes in a
sentence) from it and manually annotated “semantically correct” structure of each
sentence (we refer to this corpus as “EDR original corpus”). Then we modified the
structure according to the policy described above by an annotation tool [15] (we
refer to this corpus as “EDR modified corpus”).
We followed bracket structure in the EDR corpus to annotate “EDR original
corpus”. Since POS system of the EDR corpus is so coarse (only 15 POS tags),
we assigned fine-grained POS tags from the EDR Japanese word dictionary. Each
word in this dictionary has left and right adjacency attribute (i.e. information about
what kind of POS tag can precede or follow the word) and surface case information
for verbs and adjectives (i.e. information about what kind of case the verb or
adjective takes) 6 as well as POS tag. We combined them and used as the POS
tag set for the both EDR original corpus and EDR modified corpus.
CFGs are derived from the original and modified corpus (we refer to these two
CFGs as “EDR original CFG” and “EDR modified CFG” respectively), and used
to parse POS sequences of sentences in the corpus by MSLR parser [18] 7 . The
number of rules in two CFGs and the number of parse results are shown in Table
1. The number of parse results decreased by  order, while the number of CFG
rules increased by 255 8 .
Next, we ranked parse results by training the parser according to the probabilistic generalized LR (PGLR) model [6] using 10-fold cross-validation (CFGs
were derived from the training data only). We examined three kinds of evaluation
metrics:
# sentences failed in parsing
Coverage 
# all sentences
6
In case of English, it is similar to information about whether the verb is intransitive, transitive or
ditransitive.
7
Although MSLR parser integrates morphological and syntactic analysis of unsegmented sentences, it can perform only syntactic parsing by giving POS sequences as inputs.
8
The number of terminal symbols does not change because we have not modified any POS tags
under our policy.
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Table 1: The number of CFG rules and the number of parse results (EDR original
CFG vs EDR modified CFG)
# CFG rules # non-terminals # terminals # parse results
EDR (original)
1,694
249
600
   
EDR (modified)
1,949
279
600
   
Table 2: Coverage and recall (EDR original CFG vs EDR modified CFG)
Coverage Recall
EDR (original)
98.51% 96.63%
EDR (modified)
97.32% 95.88%
# sentences parsed correctly
# all sentences
# sentences parsed correctly in the top- parse results
Sentence Accuracy 
# all sentences
Recall 

“Sentences failed in parsing” means no result can be created in parsing the sentences. “Sentences parsed correctly” means the sentences in which all constituents
are labeled correctly (i.e. exact match) in all the parse results, and “Sentences
parsed correctly in the top- parse results” means the sentences in which all constituents are labeled correctly in the top- parse results ranked by PGLR model.
Since the parse results are re-analyzed using semantic information in the subsequent processing, the structure of the parse result must match the correct structure
exactly. That is why we use this evaluation metric rather than labeled precision and
labeled recall, which are commonly used in evaluation of parsing.
Results are shown in Table 2 and Figure 1. Coverage and recall decreased
by around 1%. Despite the decrease of coverage and recall, sentence accuracy
increased about 8% under assumption that the top-100 parse results are re-analyzed
in the subsequent processing. On the other hand, only the top-10 parse results are
enough for the EDR modified CFG to overcome the accuracy among top-100 parse
results using the EDR original CFG.
Some readers might take it for granted that sentence accuracy increases if the
EDR modified corpus is used as a gold-standard because certain difficult decisions are not made in annotation and left to the subsequent processing. To test
the accuracy if the EDR original corpus is used as a gold-standard, we randomly
selected 100 sentences from the EDR modified corpus and examined dependency
accuracy (the percentage of correct dependency relations out of all dependency relations) of the top parse results ranked by PGLR model (the EDR original corpus is
used as a gold-standard). Since phrase structure is annotated in the corpus and the
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Figure 1: Sentence accuracy (EDR original CFG vs EDR modified CFG)
EDR modified CFG does not create dependency structures but phrase structures,
we converted the parse results and structures in the EDR original corpus to dependency structures. Since the CFG does not determine adnominal phrase attachment, we assume that every ambiguous adnominal phrase attaches to the nearest
noun. Whether the relation between two units is conjunctive or not is distinguished
in this evaluation. 96 sentences were correctly segmented into Japanese phrasal
units (bunsetsu), and dependency accuracy was 89.23%, which rivals the state-ofthe-art dependency analysis using support vector machine, maximum entropy, etc
[7, 8, 19] 9 although no semantic information is considered yet. We expect that
the accuracy will increase as soon as semantic information is incorporated in the
subsequent processing. The method of incorporating semantic information is left
for future research.

4.2 Evaluation on the RWC corpus
There is a problem with using the CFG derived from the EDR corpus: there is no
morphological analyzer based on the POS system used in this corpus. Thus we
evaluated on the RWC corpus, a tagged corpus whose POS system is based on the
Japanese morphological analyzer, ChaSen [12]. We extracted 16,421 sentences (on
9

We cannot compare their model with ours absolute equity because they use different corpus and
carry out their experiment under different conditions.
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average 21.71 morphemes in each sentence) from it and we annotated the “modified
corpus” only without annotating the “original corpus” according to [11]. We refer
the CFG derived from the corpus as “RWC CFG”.
The POS system of the RWC corpus (i.e. the POS system of ChaSen) is not
sufficient for syntactic parsing. For instance, particles (postpositions) should be
classified by word [17]. Some word sequences such as phrases which act as auxiliary verbs should be merged to reduce unnecessary ambiguity. We convert POS
tags in the RWC corpus automatically before annotating. The main changes in POS
tags are follows:
1. Numeral sequences are merged (ChaSen splits numeral sequences along
characters).
2. Case particles are classified by case.
3. Verb endings for past tense (e.g. “ta”), gerund (e.g. “te”) and others (e.g.
“tara”, “tari”) 10 are merged with the previous verb [11].
4. Sequences of alphabet (i.e. roman) characters are labeled as common noun.
5. Word sequences which act as auxiliary verbs (e.g. “noda”) are merged.
6. Suffixes for changing nouns to verbs (e.g. “suru”) are separated from other
verbs.
7. Symbols which are usually used at the end of sentences (e.g. question mark)
are separated from other symbols [17].
8. Adverbs which are also used as noun modifiers are separated from other
adverbs (similar to “Adverbial Classification” in [16]).
9. The latter verbs of verb sequences in [13] are labeled as auxiliary verb. For
instance, a verb sequence “fuki kesu (blow out)” consists of two verbs “fuku
(blow)” and “kesu (put out)”, and the latter verb “kesu” is labeled as auxiliary
verb.
We evaluated on the corpus and the CFG derived from it in the same way as
we did for the EDR corpus. Results are shown in Table 3, Table 4 and Figure 2.
The number of parse results was     , coverage and recall were 98.38%
and 97.18% respectively, and sentence accuracy among top-100 parse results was
95.76%. These results are comparable to the evaluation on the EDR corpus 11 .
10
11

This type of verb ending is called “ta-series ending” [11].
We have not examined dependency accuracy, since we did not annotate the “original corpus”.
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Table 3: The number of CFG rules and the number of parse results (EDR modified
CFG vs RWC CFG)
# CFG rules # non-terminals # terminals # parse results
EDR (modified)
1,949
279
600
   
RWC
2,556
290
391
   
Table 4: Coverage and recall (EDR modified CFG vs RWC CFG)
Coverage Recall
EDR (modified)
97.32% 95.88%
RWC
98.38% 97.18%

5

Conclusion

Although a large-scale CFG can be derived from a syntactically annotated corpus,
in general, such CFGs create a large number of parse results. The principal cause
is due to the fact that such CFGs are not built so as to sufficiently limit the ambiguity. We show that a practical large-scale CFG for syntactic parsing can be
built by investigating the cause of increased ambiguity and modifying a corpus and
consequently a CFG to remove the cause of such ambiguity.
Since we assume that the parse results created by our CFG are re-analyzed
in the subsequent processing, we have to provide a method for re-analysis of the
parse results. Our policy for annotating a corpus has been considered with several
types of ambiguity: structure of compound noun, adnominal phrase attachment,
adverbial phrase attachment and conjunctive structure. We are planning to provide
each method individually and integrate them into one processing.
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1

Background

Creating a treebank is a time-consuming task. The Part-of-Speech tagging of the
sentences is fast and automatic, with only minor corrections afterwards, since there
are good taggers out there today. However, parsing is still a task that needs to be
done semi-automatically, where the human annotator has to make many decisions
manually.
We are working on a German-Swedish parallel treebank, where the data consists of the first chapter of Jostein Gaarder’s novel Sophie’s World (the Norwegian
original is [4]). The German treebank contains 225 sentences and the Swedish one
216 sentences. The initiative for using this text comes from the Nordic Treebank
Network1 , which has an ongoing project to syntactically annotate the first chapter
of this book in the Nordic languages. This text was chosen since it has been translated into a vast number of languages and since it includes interesting linguistic
properties such as direct speech.
For the annotation of the German part we used the treebank editor Annotate2 .
It includes Thorsten Brants’ statistical Part-of-Speech Tagger and Chunker. The
PoS tagger is trained with the STTS (Stuttgart-Tübingen TagSet [8]) for German.
The chunker follows the NEGRA/TIGER annotation guidelines [7, 2], which gives
a rather flat phrase structure tree. This means for instance no unary nodes, no
“unnecessary” NPs (noun phrases) within PPs (prepositional phrases) and no finite
VPs (verb phrases).
1

The Nordic Treebank Network is headed by Joakim Nivre.
See www.masda.vxu.se/ nivre/research/nt.html
2
Annotate has been developed at the University of Saarbrücken.
See www.coli.uni-sb.de/sfb378/negra-corpus/annotate.html
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Using a flat tree structure for manual treebank annotation has two big advantages for the human annotator:
1. the annotator needs to make fewer decisions, and
2. the annotator has a better overview of the trees.
This comes at the prize of the trees not being complete from a linguistic point of
view. One could ask why an NP that consists of only one daughter is not marked,
or why an NP that is part of a PP is not marked, while the same NP outside a
PP is explicitly annotated. These restrictions also have practical consequences: If
certain phrases (e.g. NPs within PPs) are not explicitly marked, then they can only
indirectly be searched for in corpus linguistics studies.
In addition to the linguistic drawbacks of the flat syntax trees, they are also
problematic for node alignment in a parallel treebank. Our goal is to align subsentential units (such as phrases and clauses) so that we get fine-grained correspondences between languages. Our alignment focuses on meaning, rather than
sentence structure. This means that sentences can have alignment on a higer level
of the tree (for instance if the S-node carries the same meaning in both languages),
without nescessarily having alignment on lower levels (for instance an NP without
correspondence). We prefer to have “deep trees” to be able to draw the alignment
between the German sentences and the parallel Swedish sentences on as many
levels as possible; in fact, the more detailed the sentence structure is, the more
expressive is our alignment.

2

Building treebanks with automatic node insertion

We first annotated the German sentences semi-automatically, in the flat manner,
according to the TIGER guidelines ([3] and [1]) and then automatically deepened
the flat syntax trees. This was achieved by a Perl-program, which automatically
inserts nodes to create the deeper structure. However, these insertions must be
totally un-ambiguous, so that no errors are introduced.

2.1 The node insertion program
The input for this program is a tree description in TIGER-XML [5], an interface
format which can be created and used by the treebank tool TIGERSearch3 . The
output is a deepened TIGER-XML tree. Our deepening program can be called
with or without the _i-flag. When the flag is used, the program adds the marker
3

See also www.ims.uni-stuttgart.de/projekte/TIGER/TIGERSearch/doc/html/TigerXML.html.
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Figure 1: Part of a German tree, annotated in the flat manner (to the left) and after
automatic node insertion (to the right).

_i to every automatically inserted node, enabling checks of the insertions in a tool
like TIGERSearch. Figure 1 shows an example tree before and after the automatic
insertion of an adjective phrase node and a noun phrase node.
There are basically two sets of rules; rules for the insertion of unary nodes and
rules for handling other nodes. The first set of rules insert adjective phrases (APs),
adverbial phrases (AVPs), noun phrases (NPs) and verb phrases (VPs). One simple
rule is the one which inserts an AP if there is an NP with a direct adjective child
(ADJA). More complex rules are e.g. the rules for handling NPs. The main point is
that an NP that is the child of a PP should be marked in the same way as any other
NP. These rules are listed in table 1.
We have three rules for unary branching nodes, which state that
1. If we have an NP with an AG (genitive attribute), APP (apposition) or GL
(prenominal genitive) child, then this child is annotated as NP.
2. If there is an S or CNP (coordinated nominal phrase) with a direct MPN
(multi-word proper noun) child, then this child is annotated as NP.
3. If there is an S, VP or CNP with a nominal (noun, pronoun or the like) child,
then this child is annotated as NP.
Another rule states that unless there is only an AP, AVP or CNP together with
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Unary branching nodes:
The format of the rules: ’flat structure’
’deep structure’,
with nodes in parentheses, edge labels in brackets; X standing for any label.
if NP with a direct genitive or apposition child, e.g. Sofies Mutter,
then insert an NP:
(NP) [AG APP GL] NE
(NP) [AG APP GL] (NP) [HD] NE

   
   





if S or CNP with a direct MPN child, then insert an NP:
(S CNP) [X] MPN
(S CNP) [X] (NP) [HD] MPN




 
 





if S or VP or CNP with a direct noun or pronoun child, then insert an NP:
(S VP CNP) [X]
(NN NE PPER PDS PRF PPOSS PIS PRELS PWS TRUNC)
(S VP CNP) [X] (NP) [HD]
(NN NE PPER PDS PRF PPOSS PIS PRELS PWS TRUNC)
Other nodes:
All children of a PP except for the preposition are marked as NP,
unless there is only an AP (e.g. seit längerem) or an AVP (e.g. bis morgen)
or a CNP in the NP.

  
  
  
  


   
  
   







A coordinated noun phrase (CNP) does not get an NP mother
if it is the child of an S or a PP. But if the CNP has siblings
(typically modifiers) that belong to the same NP, then it gets an NP mother.
Table 1: Rules for insertion of NP nodes
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the preposition in a PP, everything but the preposition should be made into an NP.
This binds the parts of an NP inside the PP together (like in figure 1). Finally the
program checks that every NP has a head (this is especially important since the
automatic alignment program created for [6] is based on the fact that every node
has a head).
The node insertion rules should all be reliable because they are un-ambiguous,
as long as the manual part of the annotation is correct according to the guidelines.
However, there are some problems with the program. Cardinal numbers are still
not handled since they can be of different types, e.g. adjective-like in 25 Computer
and noun-like in im Jahre 2000. Therefore they are not un-ambiguous and cannot
easily be handled automatically. Adverbs in adjective phrases are still not handled
(they should have their own AVP) and there are several STTS-tags that do not have
their own node label, e.g. PTKNEG for the negation particle. Several of them could
probably be made into adverbial phrases (AVPs).

2.2 Creating the German treebank
The main gain of the program is of course to speed up the work in creating treebanks. This worked very well for the German trees. For the 225 German sentences
in the first chapter of Sofies Welt, with 3146 tokens, we thus semi-automatically
annotated 14264 nodes with 4570 edges. The automatic node insertion resulted in
a total of 2278 nodes with 5422 edges. This means an increase of almost 60% with
regards to the nodes. 548 of the inserted nodes were NPs (of which 420 are unary),
143 were APs (all unary), 160 AVPs (all unary) and 1 VP. Within PPs 189 NPs
were inserted and 45 APs.
The semi-manual annotation of the flat structured German sentences took about
5 hours. This means almost 5 nodes per minute, which in turn would mean that we
saved almost 3 hours of annotation time due to the automatic node insertion. This
is not entirely true, since not all nodes are equally problematic. An annotator needs
more time to make a decision for a problematic node and many of the nodes that
are automatically inserted are easy to create during semi-manual annotation. But it
gives a hint about the possible time gain in the annotation process, when creating
large treebanks.

2.3 Creating the Swedish treebank
When aiming for a parallel treebank it is advantageous to handle the annotation
of the Swedish sentences similar to the annotation of the German sentences. Tra4

These numbers are taken from TIGERSearch, which also includes a top node for each sentence,
with edges to the punctuation.
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ditionally, however, a different PoS tagset has been used for Swedish, called the
SUC-tagset5 . We trained Brants’ TnT-tagger with the SUC-tagset for automatic
PoS tagging. Unfortunately there is no constituent structure treebank for Swedish
that could be used for training a chunker with resulting structures corresponding to
the German sentences. Therefore we mapped the SUC-tags into the German STTS
to be able to re-use the German chunker in Annotate for Swedish. This works
nicely. A small experiment, where the children were manually selected, shows that
the German chunker suggests 89% correct node labels and 93% correct edge labels
for Swedish ([9] and [6]).
Still Swedish annotation takes more time than German annotation (over 10
hours), mainly due to the fact that the NEGRA annotation guidelines are written
for German and there is no appropriate Swedish annotation manual. We had to
adapt the guidelines to Swedish as we went along. Even though the Annotate tool
mostly suggests the correct node and edge labels, there are still a number of difficult
cases for the annotator to decide.
One example is the difference in Swedish between prepositions and verb particles. In spoken language, prepositions are not stressed, while verb particles are. In
some cases the word is a preposition, not a verb particle, but it still is closer to the
verb and therefore behaves “strangely”. One example is the relative clause
(1)

hår som varken gelé eller spray bet på
(hair which neither gel nor spray would work on)

In this relative clause the pronoun som is put in the beginning and is thus separated
from the stranded preposition på. The annotator has to establish that this is indeed
a preposition and then decide whether the pronoun should be in the prepositional
phrase (with crossing branches) or not.
After annotation, the Swedish trees are automatically deepened in the same
manner as the German trees. Since Swedish and German are similar languages,
there are only minor differences between the insertion programs. For instance,
pre-noun genitives in German are always assumed to be proper names (NE) but in
Swedish they could also be regular nouns (NN) (e.g. vid världens ände (literally
’at the world’s end’)).
One difference between Swedish and German is that a PP in Swedish can consist of a preposition and a sentence or verb phrase. A phrase like
(2)

göra min av att svara
(make as if to answer, literally ’make an expression of answering’)

5

SUC, the Stockholm-Umeå Corpus, is a 1 million word representative Swedish corpus which is
annotated with Part-of-Speech tags, morphological tags, lemmas and name classes. All of SUC is
manually checked.
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should contain this structure: [PP av[VP att svara]]. This means that we have to
add the possibility of having an S or VP in the PP for Swedish.
Some problems with the node insertion for Swedish actually resulted from errors in the mapping from STTS-tags back into SUC-tags. For instance, the STTStag KOKOM (comparison particle, without sentence) is translated into PR (preposition). According to the German annotation guidelines the KOKOM is part of the
NP, while of course a preposition should have a PP mother node. Since the translation of the STTS-tags back into SUC-tags is done after the node insertion, this
creates erroneous tree structures. A look through the SUC-database showed that
the correct translation of KOKOM should have been KN (conjunction).
We also experimented with a rule-based Swedish chunker, to pre-process the
sentences before loading them into Annotate for the semi-manual parsing. The
chunker produces deep structures for NPs and PPs, which makes part of our later
deepening obsolete. But it turned out that this type of deep pre-chunking thwarts
the advantages of the flat tree annotation. In fact it leads to more decisions and
worse overview for the human annotator. This is mostly due to the fact that our
chunker builds all the nodes it can find, which gives trees of “uneven depth”. The
solution would be a pre-chunker, which computes only flat and “safe” structures so
that the human annotator can concentrate on deciding ambiguous attachments.

3

How flat can a tree be?

The successful automatic node insertion gave rise to the question of whether the
flat annotation according to the NEGRA guidelines could be made even flatter. In
other words, is it possible and feasible to define a minimal set of human annotation
decisions with a maximum number of automatically inserted nodes and labels? A
minimal form for the manual annotation, where the rest of the nodes are automatically inserted later, could save a lot of time. The deepening of course still has to
be totally safe, i.e. un-ambiguous.
The problem is defining a minimal form that is still linguistically plausible. If
the form is too minimalistic and skeletal, it will be hard for the human annotator
to still maintain an overview and to see what is correct in the annotation. The
advantages of the flat annotation should not be renounced.
It is rather complex to determine the nodes that are always un-ambiguous.
There are mainly two difficulties. The first one is that a node has to be manually
inserted (i.e. a manual decision has to be made) if any of its edges are ambiguous.
This means for instance that we cannot automatically insert a missing top node S
(sentence), since the distinction between subject and object is often ambiguous (for
the computer).
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Figure 2: Example of a nested VP which could be automatically inserted.

The second difficulty in finding the un-ambiguous nodes lies in language differences. One example of this is the node VZ (zu-marked infinitive) which in German
un-ambiguously groups the infinitive marker immediately followed by an infinitive
verb. But the Swedish equivalent (marked with att) is ambiguous. For instance
the marker and the verb do not have to be adjacent, there might be an intermediary
adverb. Also the word att might be something other than an infinitive marker.
One example of nodes that could be left out in the manual annotation for both
German and Swedish (to be automatically inserted afterwards) is nested VPs in
verb chains. According to the NEGRA guidelines we need nested VPs for every
verb in a chain (see figure 2). But it would facilitate the manual annotation if all
verbs in such a chain could be entered into one VP (i.e. as sister nodes on the
same level) in the flat tree structure, and the nesting could be done automatically
afterwards. This nesting is unambiguous in both German and Swedish since the
order of the verbs within the verb group is fixed (with few exceptions like the
German Oberfeldumstellung which need to be handled manually).
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4

Conclusions

In creating a parallel treebank we investigated how much of the manual labour
involved can be carried out automatically. We built flat phrase structure trees according to the NEGRA guidelines. Then we had a program insert un-ambiguous
nodes to get a deeper and more detailed structure. This insertion step rendered
about 60% more nodes.
Our ultimate goal is to make the tree structure even flatter. A minimal tree
is a tree where all and only the ambiguous attachments have been decided by the
human annotator. We found that some more nodes could be automatically inserted
(in addition to the ones that are already left out according to the NEGRA guidelines). This means that creating treebanks in the future can be made into a less time
consuming task.
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1

Introduction

In this paper we describe on-going work aimed at creating a dependency-based
annotated treebank for the BioMedical domain. Our starting point is the GENIA
corpus [14], which is a corpus of 2000 MEDLINE abstracts, which has been manually annotated for various biological entities, according to the GENIA Ontology.1
There is an exponential growth of published research in this sector, which
makes it difficult even for the experts to follow the recent developments. This
creates the need for tools that can automatically process the research literature and
extract only relevant information, such as interactions between genes and proteins.
In order for these tools to be developed, annotated resources, such as corpora and
Treebanks are of fundamental importance. Such resources will support the development of practical domain-specific information extraction tools.
For an information extraction application extracting relations between genes
and proteins [19] the dependency based parser Pro3Gres [20, 21] has been used.
Pro3Gres is an open, modular and highly parameterized system. The module interaction can be seen in fig. 1. Pro3Gres is fast and robust, it parses the entire GENIA
in under 3 hours. Although its performance is competitive, a considerable effort
will have to go into correcting it to achieve a nearly error-free treebank.2
The creators of GENIA are currently planning to release a version of GENIA
enriched with syntactic annotations based on a HPSG analysis of the corpus [22].
Our work can be considered parallel and complementary to theirs. We intend to
compare and coordinate our results with the HPSG parsing based GENIA Treebank that is becoming available from the GENIA project. We also plan to make a
dependency analysis widely available for research activities.
1
http://www-tsujii.is.s.u-tokyo.ac.jp/~genia/topics/Corpus/
genia-ontology.html
2
Whether this task can be be completed will depend on future funding.
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Figure 1: Pro3Gres flowchart
LTPos-tagged Parsing
Precision
Recall

Subject
91.5
80.6

Object
90.3
83.4

noun-PP
70.5
64.0

verb-PP
72.5
86.4

Table 1: Percentage results of evaluating the LTPos tagger based parser output on Carroll’s
test corpus on subject, object and PP-attachment relations
In this paper we show that the annotation effort can be reduced by using a highperformance parser. For this purpose, we test settings that allow us to optimize on
recall and on precision respectively. The errors of the Pro3Gres parser are analyzed
in detail. After an evaluation on a general corpus and on the GENIA corpus, we
describe methods to minimize the annotator’s task: high recall and high precision
parsing. A practical evaluation discusses the impact of errors for obtaining domain
knowledge and we conduct an analysis of remaining errors.

2

General Evaluation

[15] suggests evaluating on the linguistically meaningful level of syntactic relations. For the first evaluation, a hand-compiled gold standard following this suggestion is used [5]. It contains the grammatical relations of 500 random sentences
from the Susanne corpus. Results are in table 1. The mapping between our and
Carroll’s annotation is discussed in [20].
A detailed analysis breaks down the errors into classes, in table 3 for PPattachment, and in table 4 for subject precision. The analysis identifies mistagging
and mischunking as generally important error sources in addition to parsing, but
also that differing grammar assumptions are a problem. For the evaluation on the
Carroll corpus, a mapping to our relation types was necessary [20]. Mapping one
annotation scheme to another is non-trivial and can only lead to indicative results
138

MaxEnt-tagged Parsing
Precision
Recall

Subject
92.4
81.1

Object
89.5
83.9

noun-PP
72.9
64.5

verb-PP
70.3
84.4

Table 2: Percentage results of evaluating Charniak’s MaxEnt tagger based parser output
on Carroll’s test corpus on subject, object and PP-attachment relations
Attachment Head Extraction Chunking or compl/prep Grammar Mistake Grammar
Error
Error
Tagging
Error
or incompl. Parse Assumption
Noun-PP Prec.
22
1
8
0
3
3
Verb-PP Prec.
12
1
5
1
1
2
Noun-PP Recall
25
1
14
0
12
5
Verb-PP Arg. Recall
2
0
1
0
0
0
Total
61
3
28
1
16
10
51%
3%
24%
1%
13%
12%

Table 3: Error Classification of PP-Attachment errors from the first 100 Carroll corpus
sentences

[11]. An obvious response to the big influence of tagging and chunking errors was
to try a different tagger. Instead of LTPos [16] a Maximum Entropy tagger has
been tested [6]. The results are in table 2. The comparison yields no clear result,
but has prompted us to do the first two high-precision experiments in section 4.
For the second evaluation, 100 random GENIA sentences have been manually
annotated and compared to the output of the parser3 . We keep the manual annotation for multi-word biological terms as chunked input to the parser4 . The results
are in table 5.

3

High Recall Parsing

The annotation task is greatly facilitated if the annotator, instead of being asked
to annotate every sentence manually, can choose from a (relatively short) ranked
list of analyses. [3] have shown that parser-assisted annotation (in their case an
interactive scenario with a shallow parser [2]) greatly increases annotation speed.
Table 6 shows the increase in recall in relation to the length of the list of analyses.
3

This is a small set. Average sentence length is 17.9 chunks, compared to 17.0 in the whole
GENIA, so we can assume that it is fairly representative
4
see [19] for the impact of keeping this information

Spurious Chunking or Control Parsing Rel. Pronoun Grammar Mistake Grammar
Error
Tagging
Error Resolution or incompl. Parse Assumption
Subject Precision
8
22
9
15
4
9
9

Table 4: Error Classification of Subject Precision errors of all Carroll corpus sentences
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Percentages on GENIA Subject Object noun-PP verb-PP subord. clause
Precision
90
93
85
82
68
Recall
87
91
82
84
73

Table 5: Evaluation of 100 sentences of the GENIA corpus, using multi-word term boundary information
Carroll
GENIA
High Recall
Subject Object noun-PP verb-PP Subject Object noun-PP verb-PP
1 analysis
80.8
83.4
64.9
86.4
86.6
91.1
81.6
83.3
max. 2 analyses
81.4
83.6
70.4
89.9
87.7
91.1
85.4
83.3
max. 4 analyses
81.6
84.1
73.9
90.4
90.3
91.1
91.8
86.2
max. 8 analyses
81.8
84.1
75.2
91.4
91.3
91.1
93.7
86.2
max. 16 analyses 81.9
84.4
75.4
91.4
91.8
91.1
94.2
86.2

Table 6: Percentage results of recall among first N-ranked analyses
Lists longer than 16 readings of a sentence (which convey 4 2-way ambiguous
relations) are thought to be prohibitively long for manual scanning.
The  ,  and the two PP-relations together average above 90% recall in
GENIA, which means that less than one in ten of these relations need to be added
manually by the annotator. Generally, recall in GENIA is higher. This is due to the
following reasons:
1. As we have annotated our test corpus with the Pro3Gres scheme, there are
no spurious mapping errors
2. We can profit from the fact that GENIA contains near-perfect tagging and
multi-word term (MWT) information
3. We have written an unsupervised learning module and applied it to GENIA.
Based on the fact that sentence-initial <NP PP*> sequences are almost always unambiguous [8], it learns which nouns are allowed to be modified by
several PPs and restricts noun modification by several PPs accordingly. This
especially explains the very high noun-PP-attachment recall.

4

High Precision Parsing

In order to keep the necessity for intervention of a human annotator during corpus annotation to a minimum, it is desirable to recognize a maximum number of
unproblematic relations. An alternative annotation scenario is thus to report the
highest ranked parse and to point out to the human annotator the few difficult and
highly ambiguous relations in a given analysis. Parsing methods that optimize precision while reducing recall up to an acceptable point are required. A related study
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Experiment 1 Subject Object noun-PP verb-PP
Precision
92.2
95.4
85.6
71.6
Recall
31.5
30.7
23.2
27.8

Table 7: Percentage results of Experiment 1: keeping only sentences with identical tags
from two taggers, on Carroll’s test corpus on subject, object and PP-attachment relations
Experiment 2 Subject Object noun-PP verb-PP
Precision
94.1
93.0
73.3
75.4
Recall
76.4
78.8
60.5
80.3

Table 8: Percentage results of Experiment2: keeping only agreeing relations arising from
parsing with two taggers, on Carroll’s test corpus on subject, object and PP-attachment
relations

on this subject is [4]. This field of research may eventually lead to the automatized
detection of potential parsing errors. It is also important for building up knowledge
databases automatically, where recall deficiencies are often compensated by natural
language redundancy, but asserting wrong knowledge arising from low precision
poses a serious problem.
Experiment 1: Tagger Agreement Different taggers often make different mistakes. In a simple experiment, only sentences where both taggers deliver identical
tags are used. Precision increases, but the large cost of decrease in recall is unacceptable, as shown in table 7.
Experiment 2: Grammatical Relations Agreement when using different Taggers In order to minimize the loss in recall in the previous experiment, the output
of each tagger is used as input to the LTChunk chunker and the Pro3Gres parser.
Only grammatical relations that are different due to the tagging differences are discarded. The increase in precision is similar to experiment 1 (noun PP-attachment
is slightly worse) while the decrease in recall is much more moderate, as table 8
shows.
Experiment 3: Parsing Alternatives Agreement In this experiment, the relation intersection between the 2 top ranked analyses is kept. This amounts to discarding only the most ambiguous relation of any given sentence. The decrease in
recall (table 9) is higher than in experiment 2. Mainly the PP-attachment relations
profit, which are often the most ambiguous relations, and which are more affected
by attachment ambiguities than other relations.
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Experiment 3
Subject Object noun-PP verb-PP subord. S
Carroll Precision 92.6
90.1
76.6
76.7
68.2
Recall
76.8
63.6
53.7
67.2
n/a
GENIA Precision 91.1
93.4
87.0
84.2
65.2
Recall
78.1
65.8
68.0
70.5
60.4

Table 9: Percentage results of Experiment 3: discarding the most ambiguous relation in
each sentence, for subject, object, PP-attachment and subordinate sentence relations
Interaction_NN of_IN nuclear_JJ extracts_NNS from_IN various_JJ cell_NN lines_NNS and_CC tissue_NN
with_IN the_DT MNP_NN site_NN leads_VBZ to_TO the_DT formation_NN of_IN fast-migrating_JJ
protein-DNA_JJ complexes_NNS with_IN similar_JJ but_CC distinct_JJ electrophoretic_JJ mobilities_NNS
prep(’extract#3’, ’of#2’, _, ’(<-)’).
conj(’tissue#7’, ’and#6’, _, ’(<-)’).
prep(’site#9’, ’with#8’, _, ’(<-)’).
modpp(’extract#3’, ’line#5’, ’from#4’, ’(->)’).
subj(’lead#10’, ’interaction#1’, _, ’(<-)’).
prep(’complex#14’, ’of#13’, _, ’(<-)’).
pobj(’lead#10’, ’formation#12’, ’to#11’, ’(->)’).
pobj(’lead#10’, ’mobility#16’, ’with#15’, ’(->)’).

prep(’line#5’, ’from#4’, _, ’(<-)’).
conj(’line#5’, ’tissue#7’, ’and#6’, ’(->)’).
modpp(’line#5’, ’site#9’, ’with#8’, ’(->)’).
modpp(’interaction#1’, ’extract#3’, ’of#2’, ’(->)’).
prep(’formation#12’, ’to#11’, _, ’(<-)’).
modpp(’formation#12’, ’complex#14’, ’of#13’, ’(->)’).
prep(’mobility#16’, ’with#15’, _, ’(<-)’).

Figure 2: A sample sentence with its top-ranked grammatical relation annotation
Experiment 4: Trust Short Distances Relation spanning short distances are
intuitively thought to be easier for the parser to find. Experiment 4 discards all
relations that are longer than a certain threshold. Length is measured in chunks.
The experiment has been conducted at several distances for the Carroll test corpus
(table 10) and for the 100 manually annotated GENIA sentences (table 11).
The results reveal interesting differences between different relation types. For
 , longer distances are almost as reliable.  relations are almost exclusively
very short. Subordinate clause relations are difficult and mostly very long, about
20% spanning at least 5 chunks. For envisaged applications, e.g. protein interaction relations, sentence subordination is less important. PP-attachment relations
very strongly depend on distance. This is largely due to the fact that many PPattachments across longer distances5 are in competition with intervening other PPs
and thus exponentially lower the baseline6 .
When comparing the two evaluation corpora and genres a major difference
is PP-attachments. The complexity of medical language partly stems from very
complex nouns with embedded PPs (see e.g. fig. 2). The noun-PP-attachment per
sentence ratio is 2.1 in our GENIA 100 test corpus and 1.6 in Carroll. The fact that
the performance on GENIA is better than on Carroll can largely be explained by
our remarks in section 3.
5

observe that “longer distances” does not entail a long-distance dependency traditionally expressed by coindexing or movement, although a considerable portion of the “longer distances” here
are long-distance dependencies, for example fronted PPs attaching to the verb
6
[7] describe for PP attachment that a sequence verb-NP-PP* with PPs has ·½ analyses,
½ ¾
)’th Catalan number. The Catalan number  is defined as ·½
where ·½ is the (




 


·½
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Experiment 4 on Carroll Subject Object noun-PP verb-PP subord. S
Distance 1-2 Precision 94.3
90.5
76.0
85.7
74.1
Recall
70.5
83.9
52.3
69.7
n/a
Distance 1-3 Precision 92.7
90.3
74.0
77.5
74.7
Recall
75.5
84.1
59.2
78.3
n/a
Distance 1-4 Precision 92.2
90.0
73.5
75.2
70.8
Recall
76.8
84.4
61.7
81.3
n/a
Distance 1-5 Precision 92.3
89.8
73.3
74.2
69.1
Recall
78.6
84.4
62.5
82.3
n/a
Distance 5 Precision 96.0
null
0.0
37.4
55.0
Recall
5.4
null
0.0
2.0
n/a

Table 10: Percentage results of Experiment 4: discarding relations that span long distances, on Carroll’s test corpus
Experiment 4 on GENIA Subject Object noun-PP verb-PP subord. S
Distance 1-2 Precision
92.3
92.9
88.1
95.5
75.0
Recall
57.1
91.1
79.0
64.7
14.5
Distance 1-3 Precision
89.5
92.9
87.2
87.6
84.0
Recall
64.8
91.1
79.0
74.1
39.6
Distance 1-4 Precision
90.2
92.9
86.8
87.5
79.3
Recall
69.4
91.1
79.5
77.7
43.8
Distance 1-5 Precision
90.9
92.9
85.6
85.6
71.8
Recall
74.5
91.1
80.0
79.1
54.2
Distance 5 Precision
89.3
null
0.0
41.7
57.1
Recall
2.0
null
0.0
3.6
18.7

Table 11: Percentage results of Experiment 4: discarding relations that span long distances, on GENIA corpus relations

Experiment 5: Cut low probability parsing decisions In a first attempt, experiments with an increased probability cutoff at parse time were conducted. However, they had the effect of greatly increasing the amount of non-full parses, thus
returning many local analyses that the syntactic parsing context would have disambiguated. Precision remained comparable, while recall dropped. In a second
approach, the parsing algorithm remains unchanged, but only relations whose probability is above a certain threshold are reported. Here we profit from the fact that
the Pro3Gres probabilities express decision probabilities at each given ambiguous
point as suggested by [10]. In addition to offering a psycholinguistically plausible
model this has the advantage that points of uncertain decisions and high entropy
can be directly pinpointed. These experiments have been made on the highly ambiguous PP-attachment relations, see table 12.
Below threshold values of about 0.5 there is a reasonable trade-off in gained
precision for lost recall. With higher thresholds, precision stagnates while recall
drops off.
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Experiment 5
Threshold 0.3 Precision
Recall
Threshold 0.4 Precision
Recall
Threshold 0.5 Precision
Recall
Threshold 0.6 Precision
Recall
Threshold 0.7 Precision
Recall
Threshold 0.8 Precision
Recall
Threshold 0.9 Precision
Recall

Carroll
GENIA
noun-PP verb-PP noun-PP verb-PP
73.7
71.0
84.5
81.6
64.2
84.8
79.0
82.7
74.4
71.3
85.3
81.3
63.6
84.3
78.1
80.5
76.0
72.6
86.2
79.8
61.3
81.3
72.4
71.2
76.6
72.8
87.4
82.3
56.2
73.2
70.4
59.7
77.0
72.5
87.6
81.5
52.6
66.1
68.6
51.8
77.0
73.0
88.1
80.3
51.2
63.1
64.8
45.3
77.1
73.6
88.2
79.7
50.9
62.1
64.8
43.9

Table 12: Percentage results of Experiment 5: discarding low-probability relations, on
Carroll’s and the GENIA test corpus
Experiments
Carroll
GENIA
3,4,5 combined ubject Object noun-PP verb-PP Subject Object noun-PP verb-PP
Precision
92.6
90.1
78.9
80.5
92.4
93.5
87.9
88.1
Recall
75.0
63.4
51.2
67.2
67.3
67.0
66.7
65.5

Table 13: Percentage results of Experiments 3, 4 and 5 combined at threshold 0.4 and
distances 1 to 5

Combinations Most of the above high-precision experiments can be combined
in various ways. E.g. combinations of experiment 3, 4 and 5 are reported in tables
13 with threshold 0.4 and distances 1 to 5. This sample combination on the GENIA
annotation task allows us to reach about 9 out of 10 precision at 2 out of 3 recall
for all reported relations.

5

Practical Evaluation

Our interest lies in the discovery of domain specific relations, such as “Protein
activates Gene”. Most of the NLP techniques applied to the domain of molecular
biology focus on the discovery of Entities, such as Genes and Proteins, (see for
instance [1]). However there are also interesting applications aiming at detecting
syntactic and semantic relations among those entities. Examples of systems aiming
at detecting relations are the following:
¯ [9] identifies possible drug-interaction relations between proteins and chemicals using a “bag of words” approach applied to the sentence level.
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¯ [17] reports on extraction of protein-protein interactions based on a combination of syntactic patterns.
¯ [12] describes a system (GENIES) which extracts and structures information
about cellular pathways from the biological literature.
¯ [18] processes titles and abstracts of Medline articles focusing on relation
identification (in particular the inhibit relation)
¯ [13] uses a template-based Information Extraction approach, focusing on the
roles of specific amino acid residues in protein molecules

In order to discover domain specific relations we believe that an accurate detection of predicate/argument relations is essential. We have asked domain experts
to evaluate the quality of the extracted relations, so far focusing on triples of the
form (predicate - subject - object).7
A first evaluation was based on assigning a simple key code to each record: ’P’
for positive (biologically relevant and correct, 53 cases), ’Y’ for acceptable (biologically relevant but not completely correct, 102 cases) and ’N’ (not biologically
relevant or seriously wrong, 14 cases). This result was considered as encouraging
as it showed 91.7% of relevant records.
On closer inspection of the expert results, we identified a number of ‘typical
cases’, which we then asked the expert to evaluate in detail. In this second evaluation the expert had to evaluate each argument separately and mark it according to
the following codes:
¯ [Y] the argument is correct and informative
¯ [N] the argument is completely wrong
¯ [Pr] the argument is correct, but it is a pronoun, and it would need to be
resolved to be significant (e.g. “This protein”).
¯ [A+] the argument is “too large” (which implies that a prepositional phrase
has been erroneously attached to it)
¯ [A-] the argument is “too small” (which implies that an attachment has been
omitted)

Despite parsing errors – some of which we are now correcting in the parser –
the results can be considered satisfactory, as they show 86.4% and 58.6% correct
results in the detection of subjects and objects (respectively). If all loose cases
are considered as positive (excluding only the ’N’ cases), these results increase to
93.5% and 99.4% (respectively).
7
This evaluation has been performed in collaboration with Biovista (http://www.
biovista.com/)
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Y
Subject 146
Object 99

N
11
1

Pr
4
4

A+
6
59

A2
6

Table 14: Distribution of GENIA parsing errors in the application-oriented evaluation
Recall Error Classification on GENIA High Recall Parsing
Adjective Incompl. Chunking Tagging Incompl. LDD Annotation Attachment Conjunction
Trans. Grammar Error
Error
Parse Resol. Problem
Error
Error
Subject Recall
1
2
1
2
0
6
2
1
1
Object Recall
1
1
2
0
0
0
1
1
1
N-PP Recall
0
2
2
0
3
0
2
3
0
V-PP Recall
1
5
2
4
2
1
2
2
0
Total
3
10
7
6
5
7
7
7
2

Table 15: Analysis of recall errors on max. 16 GENIA high recall parsing
Let us consider a realistic annotation scenario using the high recall parsing
method from section 3 with the annotator selecting the best of top 16 analyses.
Over subject, object and PP-attachment relations, recall is 564/618 = 91.3%. 54
errors stemming from 34 sentences remain. Table 15 breaks down these errors into
classes.
Bearing in mind that the annotation problem errors are spurious errors, that
long-distance dependencies (LDDs) are often left underspecified by statistical parsers,
and that the parser is affected by tagging and chunking mistakes, actual high recall
parsing performance for the evaluated relations can be confirmed to reach 95%.
Pro3Gres is a modular system. Tagging and chunking are external processes
whose output can be confirmed or corrected by the user. We are now investigating ways to integrate annotator feedback at an interactive and especially at the
post-parsing stage. The latter triggers re-parsing erroneous sentences using the
annotator’s safe corrections.

6

Conclusion

We have shown that the annotation effort for building a syntactically analyzed corpus can be reduced by using a high-performance deep-linguistic parser and that it
is possible to pin-point places of high entropy, to optimize on recall or on precision,
respectively, to distinguish between more and less reliable relations.
We have shown that Pro3Gres can do full, deep-linguistic parsing of BioMedical texts at competitive speed and accuracy. The parser’s errors have been analyzed
in detail. We plan to compare and coordinate our grammatical relations output to
the GENIA Treebank that is becoming available from the GENIA project.
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1

Introduction

This paper1 describes a novel approach to the task of realization ranking, i.e. the
choice among competing paraphrases for a given input semantics, as produced by
a generation system. We also introduce a notion of symmetric treebanks, which we
define as the combination of (a) a set of pairings of surface forms and associated
semantics plus (b) the sets of alternative analyses for the surface form and sets of
alternate realizations of the semantics. For inclusion of alternate analyses and realizations in the symmetric treebank, we propose to make the underlying linguistic
theory explicit and operational, viz. in the form of a broad-coverage computational
grammar. Extending earlier work on grammar-based treebanks in the Redwoods
(Oepen et al. [13]) paradigm, we present a fully automated procedure to produce
a symmetric treebank from existing resources. To evaluate the utility of an initial
(albeit smallish) such ‘expanded’ treebank, we report on experimental results for
training stochastic discriminative models for the realization ranking task.
Our work is set within the context of a Norwegian–English machine translation
project (LOGON; Oepen et al. [11]). The LOGON system builds on a relatively conventional semantic transfer architecture—based on Minimal Recursion Semantics
(MRS; Copestake et al. [5])—and quite generally aims to combine a ‘deep’ linguistic backbone with stochastic processes for ambiguity management and improved
robustness. In this paper we focus on the isolated subtask of ranking the output of
the target language generator.
1

We would like to thank Mark Johnson (Brown University) and Rob Malouf (San Diego State
University) for many fruitful discussions and their comments on earlier drafts and ideas presented in
this paper.
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remember that dogs must be on a leash
remember dogs must be on a leash
on a leash remember that dogs must be
on a leash remember dogs must be
a leash remember that dogs must be on
a leash remember dogs must be on
dogs remember must be on a leash
if you come with the morning boat you can start the trip the same day.
if you come with the morning boat the trip you can start the same day.
if you come with the morning boat the same day you can start the trip.
the trip you can start the same day if you come with the morning boat.
you can start the trip the same day if you come with the morning boat.
the same day you can start the trip if you come with the morning boat.
Figure 1: Example sets of generator outputs using the LinGO ERG. Unless the input semantics is specified for aspects of information structure (e.g. requresting foregrounding
of a specific entity), paraphrases will include all grammatically legitimate topicalizations.
Other sources of generator ambiguity include, for example, the optionality of complementizers and relative pronouns, permutation of (intersective) modifiers, and lexical and
orthographic alternations.

For target language realization, LOGON uses the LinGO English Resource
Grammar (ERG; Flickinger [6]) and LKB generator, a lexically-driven chart generator that accepts MRS-style input semantics (Carroll et al. [2]). Over a representative LOGON data set, the generator already produces an average of 45 English
realizations per input MRS; see Figure 1 for an example. As we expect to move to
generation from packed, ambiguous transfer outputs, the degree of generator ambiguity will further increase. It is therefore essential for end-to-end MT to have a
scalable means of ranking generator outputs and ultimately selecting one (or a few)
preferred realizations.
In this paper we explore the use of discriminative log-linear models, or maximum entropy models, for ranking the realizations and propose an extended and
symmetric notion of treebanks for the supervised learning task. This means that
we treat the optimality relation encoded in each treebanked utterance analysis 
pair as being bidirectional, and use the underlying grammar to generate all of their
possible paraphrases. This provides us with all the admissible realizations for a set
of input semantics, each accompanied with an indication of the preferred candi-
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date(s).2
The next section further elaborates on the problem of realization ranking as
well as the issue of symmetrizing and extending the treebank data. In section 4
we describe the log-linear models that are trained using structural features of the
paraphrase data. We also compare the performance of the log-linear models to that
of a simple -gram language model, as well as to a hybrid model that combines
the two. The experiments using the language models are described in section 3.

2

Bidirectionality of Treebank Data

Our perspective on the task of realization ranking is given by recognizing its similarity to the task of parse selection. As described below, selecting among the
analyses delivered by a parser can be seen as the inverse of task of the realization ranking. The results reported by Oepen et al. [13] on the construction of the
HPSG Redwoods treebanks and associated parse selection models provides us with
a starting point in this respect, both in terms of the methodology used and available
data sets.
When training a model for the task of parse selection (i.e. choosing among
competing analyses of a token utterance), the distribution that one is typically interested in is the conditional probability of an analysis given a string. Moreover,
this typically requires training data that consists of all possible analyses for a set of
strings, where the goal is to estimate a distribution that for each string maximizes
the probability of the preferred analysis over all the other competing candidates.
For the task of realization ranking (i.e. choosing among multiple paraphrases
of a meaning representation input to the generator), on the other hand, we are
interested in a different distribution. In order to select the best realization(s) we
need a model that gives us the probability of a string given its semantics.
A treebank is traditionally conceived as a set of utterances (typically strings)
paired with their optimal or correct analyses. In this paper we take the optimality relation that these pairs encode to be bidirectional or symmetric, in the sense
that the original utterance can also be treated as an optimal realization of the corresponding semantic analysis (i.e. ‘meaning’). The remaining part of this section looks at how we can exploit this bidirectionality or symmetry of the recorded
utterance analysis  pairs to construct all the possible paraphrases for the treebanked items. This will provide us with the necessary training data to learn the
2

The utility of this kind of resource is by no means restricted to our MT setting, but should
prove relevant for other applications that generates from semantic representations. Furthermore, the
ability to generate paraphrases of a given input seems potentially beneficial to other tasks too, as, for
example, question-answering (QA) and summarization systems.

151

discriminative models described in section 4.
The Redwoods treebank3 is a collection of HPSG analyses derived from the
LinGO ERG for various domain corpora (e.g. transcribed scheduling dialogues,
ecommerce email, and lately tourism text), with manual annotation to identify the
intended parse(s) for each utterance. Since (a) the Redwoods treebank provides a
full HPSG sign for each input item and (b) the ERG analyses incorporate an MRSstyle semantic component into HPSG, we have the option of using the semantics
associated with each preferred analysis for subsequent generation.
Note that the Redwoods approach to treebanking—viz. the construction of the
treebank by virtue of selecting among the analyses provided by a broad-coverage
computational grammar—already includes alternate (‘competing’ but dis-preferred)
analyses for a token utterance as first class data. While this extension to a conventional conception of treebanks as only providing the ‘optimal’ utterance analysis 
pairs clearly benefits stochastic parse selection research, it would seem possible in
theory at least that statistical parsing work—aiming to induce a grammar from the
treebanked analyses, rather than using the ERG—could derive value from the additional data. Likewise, viewing a treebank as a repository of linguistic information,
the availability of dis-preferred analyses might turn out useful to researchers in
(formal) grammar or linguistic students. The proposal of the current paper is to
further augment the treebank by the inverse correspondence: with regard to the
explicit linguistic model underlying the treebank (i.e. the grammar used to build
it), the paraphrase step aims to provide the mirror image of the dis-preferred analyses, this time making alternative but sub-optimal realizations first class data to be
included in the treebank.
The actual procedure is straightforward. Given a Redwoods treebank, for each
analysis that has been manually marked as the correct reading, we exhaustively
generate all possible realizations for its semantics. In other words, for each string
(and its hand-annotated intended meaning) in the original treebank, all semantically equivalent paraphrases admitted by the grammar are generated.
The next step is to automatically identify and mark the preferred realization(s).
This is done by matching the yields of the generated trees against the original
strings in the parse treebank, where all derivations yielding this preferred surface
string are counted as equally good candidates. We now have a data set that includes
all possible paraphrases for each treebanked semantic representation, with the best
realization(s) marked. Note that, the grammaticality of all the candidates is guaranteed by the generator with respect to the input grammar. Furthermore, the fact
3

See ‘http://redwoods.stanford.edu/’ for further information on the Redwoods initiative and access to the data available to date. The Redwoods treebank is available under an opensource license and currently comprises some 15,000 annotated utterances.
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Aggregate
  readings
  readings
  readings
 readings
Total


 
 


items

words

readings







19
17
72
153
261

19.7
17.8
13.7
10.4
12.4

422.9
71.7
22.6
4.8
44.5

Table 1: Some core metrics for the symmetric treebank data used in our initial experiments, broken down by degrees of ambiguity in generation. The columns are, from left
to right, the subdivision of the data according to the number of realizations, total number of items scored (excluding items with only one realization), average string length, and
average structural ambiguity.

that the Redwoods approach provides a treebank that is built on a grammar (and not
the other way around) means that our data can be dynamically updated to reflect
developments and improvements as the grammar is revised, i.e. as the grammar
evolves there is a semi-automated procedure to (re-)synchronize the treebank with
a new set of analyses provided by the grammar (see Oepen et al. [12] for details).
As mentioned initially, the strategy described here for utilizing treebanks comes
with the underlying assumption that, without introducing too much distortion, the
original string associated with a given reference analysis (in the ‘parse treebank’),
can also reasonably be taken to be an optimal way of expressing the corresponding meaning. After all, by the fact that a sentence is observed to occur naturally
in our semantically annotated corpus (i.e. treebank), we are in some sense already
making the assumption that a presumably rational and competent language user
chose this very utterance to express the given semantics. Granting real language
users some authority when it comes to formulating expressions that in an effective
and natural-sounding way convey the meaning that they want to communicate, this
does not seem like a too radical proposition.

2.1 Data and Evaluation
In the following we report on a preliminary investigation into the utility of such
a set of paraphrases in a symmetric treebank for some 300 sentences from the
LOGON domain—hiking instructions in Norway. The (relatively small) symmetric
treebank data that we had available for these initial experiments is summarized in
Table 1. Although the total number of items in the treebank is above 300, when
reporting results for our realization ranking experiments we exclude items that are
unambiguous in generation and hence do not present a realization ranking problem.
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Before we in section 4 go into the details of using log-linear models trained using structural features of the paraphrased treebank data, section 3 reports on some
experiments that take a purely surface-oriented approach to the ranking task. The
simple -gram model presented here will not only serve as a baseline for experimental results obtained for the initial log-linear model, but will also be incorporated
as one of the features in a final combined model.
All models are evaluated according to two different measures; exact match
accuracy and the similarity-based B LEU score (Papineni et al. [15]). The exact
match measure simply counts the number of top-ranked sentences, according to
some model, that exactly matches a corresponding “gold” or reference sentence.
In other words, after a model has been applied to all possible paraphrases in the
symmetric treebank, we count the number of times that the model assigns the best
score to (one of) the string(s) marked as preferred in the symmetric treebank. The
similarity-based and less rigid B LEU measure has gained a well-established role as
an evaluation metric in MT, and is modeled after the word error rate measure used
in speech recognition. The score is computed as a weighted average of the -gram
precision of the selected candidate realization with respect to the reference, for all
   . When evaluating a models performance on the test data, we report
the averaged B LEU scores over all realizations ranked best by the model, which
has a constant range in  . Although it may be hard to intuitively interpret this
precision-based measure in isolation, it at least offers an alternative view when
comparing the relative performance of the various models that we now turn to
describe. For more information on the B LEU scoring metric, see Papineni et al.
[15].

3

N-Gram Language Models

As a first shot at ranking the generator outputs, we order the English target strings
with respect to the probabilities assigned by a simple -gram language model.
An -gram model relies on the Markov assumption that the probability of a
given word only depends on the   words preceding it, and so the probability of
a sequence       is computed as
(1)



 













  







In MT applications, the idea of choosing the most fluent string as the best translation is a commonly used technique (see, among others, Langkilde and Knight
[8], and Callison-Burch and Flournoy [1]). Using the CMU-SLM Toolkit (Clarkson and Rosenfeld [4]), various -gram language models were trained on a plain
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(unannotated) text version of the British National Corpus (BNC), containing approximately 100 million words.
For the experiments reported in this paper, we use -gram model trained with
Witten-Bell discounting, a vocabulary of 65,000 words, sentence boundary context
cues, and using back-off to lower-order models for unobserved -grams. When
applying the language model to the ranking task we obtain close to fifty per cent
exact match accuracy (see Table 2). This result improves significantly over a seventeen per cent random choice baseline. The same holds for the similarity-based
evaluation in Table 3.
We also tried ranking the realizations by their cross-entropy or perplexity with
respect to the language model. Of course, this setting is quite far from the typical
model evaluation setting in which perplexity scores are computed (as an asymptotic
approximation) over an entire test corpus for assessing the quality of a model. On
the sentence level the usual approximation to the perplexity essentially indicates
the average log probability of the words:

 ½   ½ 

(2)



Using these scores, however, gave somewhat inferior performance compared to
using the (negative log) probabilities directly. Furthermore, we also saw that increasing the value of , as well as increasing the vocabulary size, always lead to
better performance in our ranking task, although at the expense of larger models.
The basic underlying assumption of the approach described in this section, is
that the best realization of the input semantics corresponds to the most fluent string.
This implies that we rank outputs as isolated strings rather than as realizations
of a given semantic representation. Another obvious limitation inherent to the
simple -gram approach described here is the fact that it cannot capture long-range
dependencies.

4

Log-Linear Models

Taking inspiration from contemporary parse selection work, we here describe conditional log-linear models that take into account structural features of competing
realizations for a given input MRS. The family of maximum entropy models or loglinear models provides a general framework that allows one to combine disparate
and overlapping sources of information in a single model without making unwarranted independence assumptions. A model is given in terms of specified feature
functions describing the data points, and an associated set of learned weights that
determine the contribution or importance of each feature. Each event—in our case
a realization   —is mapped to a feature vector     , and a vector of
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weights   is then fitted to optimize some objective function. A conditional
log-linear model for the probability of a realization  given the semantics , has the
form
(3)
where
(4)





  



 



 



  is a normalization factor defined as
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When computing the so-called partition function   as in equation (4) above,
  gives the set of all possible realizations of . The weight vector is chosen
as to maximize the (log of) a penalized likelihood function as in
(5)

       















where   is the pseudo-likelihood of the training data (as described by Johnson
et al. [7]), computed as
(6)

 







  



In accordance with current best practice, the second term of the objective function
in (5) defines a zero mean Gaussian prior on the weight parameters (Chen and
Rosenfeld [3], Johnson et al. [7], Malouf and van Noord [10]). By promoting less
extreme parameter values this penalty term can reduce the tendency of log-linear
models to over-fit the training data. In addition to improving accuracy, this kind
of smoothing tends to also reduce the number of iterations needed for convergence
during estimation (Malouf and van Noord [10]). We empirically determined a
suitable value for the variance  which is uniformly set to  for the results
reported here. Note that the value of the variance parameter determines the relative
contribution of the prior and the likelihood function, and thereby the degree of
smoothing (Malouf and van Noord [10]).
For the parse selection task, Toutanova and Manning [16] train a discriminative log-linear model with features defined over ERG derivation trees, where labels
identify specific construction types and fine-grained lexical classes. For our own
initial experiments with the realization ranking we define the feature set in the
same way (the basic PCFG-S model of Toutanova and Manning [16]), using the
estimate open-source package (Malouf [9]) for parameter estimation (using the
156

Aggregate
  readings
  readings
  readings
 readings
Total


 
 


random

0.4
1.5
5.4
27.0
17.2

-gram

10.5
17.7
38.2
62.8
49.2



MaxEnt

21.1
22.1
31.6
68.2
51.7

combined

31.6
29.4
37.5
75.8
59.0

Table 2: Realization ranking accuracies for a random-choice baseline model, -gram language model, simple conditional model, and combination of the two. The columns are,
from left to right, the subdivision of the data according to degrees of ambiguity, followed
by exact match accuracies for the four models.

Aggregate
  readings
  readings
  readings
 readings
Total



 



random

0.5869
0.5956
0.6418
0.7382
0.6913

-gram

0.7209
0.7751
0.7985
0.8792
0.8386



MaxEnt

0.7023
0.7939
0.8293
0.9178
0.8696

combined

0.7534
0.7790
0.8172
0.9316
0.8771

Table 3: Realization similarity measures for a random-choice baseline model, -gram language model, simple conditional model, and combination of the two. The columns are,
from left to right, the subdivision of the data according to degrees of ambiguity, followed
by averaged B LEU scores of the realization(s) ranked best by each of the four models.

limited-memory variable metric). With only around 300 training sentences in our
current generation treebank and ten-fold cross validation (which tends to underestimate model performance), this simplest of log-linear models performs competitively to the language model trained on the BNC (see Tables 2 and 3).
As a third model we augmented the log-linear model with an extra feature
corresponding to the sentence probabilities of the language model (described in
section 3). The value of the   ’th feature is the (negative log) probability of
the string as given by the -gram model  , i.e.         , where
   is the yield of  and    as before. Unsurprisingly, the combined model
significantly outperforms both the previously described models.
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5

Discussion and Outlook

For the relatively coherent LOGON domain at least, a tiny training set of some
300 automatically ‘annotated’ paraphrases combined with a discriminative baseline model originally proposed for the parse selection task outperforms a language
model trained on all of the BNC. Our results suggest that this use of domainspecific treebanks—and the underlying assumption of relative ‘naturalness’ of the
original, corpus-attested realizations—provide a good handle on ranking generator
outputs, and that structural, linguistic information as is available to the log-linear
model is of central importance for this task. We are currently extending the size of
the available treebank for the LOGON domain (to some 1,500 utterances initially
and ultimately to at least 5,000 annotated items) and expect that the larger training
set—combined with more systematic experimentation with discriminative models
using larger and more specialized feature sets—should allow us to improve exact
match accuracy significantly, ideally to around eighty per cent exact match as are
the currently best available parse selection results.
Additionally, we plan to formalize a notion of graded acceptability of competing realizations (based on string similarity metrics, e.g. B LEU or string kernels) and refine both model training and evaluation in this respect. Unlike in parse
selection—where distinct system outputs typically have distinct semantics—in realization ranking there is more of a graded continuum of more or less natural verbalizations (given available information). All outputs are guaranteed by the grammar to be semantically equivalent and grammatically well-formed. This means that
the kind properties we aim at capturing with the discriminative model rather are soft
constraints that govern the graded degree preference among the competing paraphrases. The approach described by Osborne [14] and Malouf and van Noord [10]
for scoring the training instances (parses in both cases) according to some measure of preference, and defining the empirical distributions based on these weights,
seems like a well-suited approach for dealing with generation outputs too, where
the notion of correctness may be inherently fleeting.
To investigate the degree of domain-specificity in stochastic models derived
from Redwoods-style symmetric treebanks, we plan to automatically paraphrase
additional segments of the available Redwoods treebank and perform cross-domain
realization ranking experiments.
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1

Introduction

In this paper we aim at showing how the information from a richly annotated treebank can be used for facilitating the construction of a semantic lexicon when such
a lexicon lacks for a certain language. We demonstrate this idea with the Bulgarian
treebank (BulTreeBank).
The structure of the paper is as follows: the next section briefly describes the
levels of linguistic interpretation in the treebank. In section 3 we present the model
of a semantic lexicon which we are using. Section 4 outlines the algorithm for
the extraction of the semantic information from the treebank. The last section
concludes the paper.

2

The Levels of Linguistic Interpretation in BulTreeBank

Our treebank (200 000 words) is a part of a morphosyntactic corpus (1 000 000
words). It is manually processed and consists of the following analytical levels:
1. Token level - the tokens are divided into common words, names, abbreviations, numericals, symbols, punctuation.
2. Morphosyntactic level - the correct POS tag with the appropriate characteristics is selected among alternatives (if any). At this level we designate
different semantic types of adverbials: time, place, manner, quantity, modal
and named entities: person, organization, local, other. This classification
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helps us to form the verb frames at later stages. In contrast to [1] we do not
exclude them from the ‘inner participants’ list.
3. HPSG-oriented syntactic level - it combines the constituent representation,
grammatical roles assignment and head-dependent distinction. For each
phrasal domain we annotated the role of the dependent element(s): complement, subject, adjuncts.
4. Intrasentential co-reference relations level - here we rely on the structuresharing mechanisms in HPSG and we assume different relations between
nominals or nominalized elements that reflect the phenomena binding, prodrop, control etc.
In NLP literature there are a number of schemes for annotating more complex
co-reference relations in treebanks, see [5], and [4] among others. For the moment we have annotated the following referential relations: equality, subset-of and
member-of (we have not annotated relations like part-of). We capture all main coreferences of the following syntactic representations: subject and object relations,
reflexivity, possession, clitic-doubled structures, secondary predicated adjectives
with the subject or the object. Also we represent co-reference between synonymic
expressions, changed referring expressions in direct-indirect speech, nominalizations. Part of the co-reference relations within a sentence are not explicated because
they can be easily inferred from the syntactic structure like co-reference between
the relative pronoun and the head noun when a relative clause modifies a noun
phrase.
HPSG theory implies a lexicon, which in a general way reflects the idea of the
‘frame-semantic approach’ as stated in [7] and [3]. For instance, the semantics of
the verb give will include a representation of the relation ‘give’ with corresponding
arguments:







REL
give 















ARG1
giver



CONTENT 




ARG2
given










 ARG3 givee 

In order to supply this type of information and/or to make it more concrete,
we use two dictionaries in the semantic annotation of the treebank: the machinereadable Valency lexicon and the Seed Semantic lexicon1 . On the one hand, these
1

We call this lexicon a Seed Semantic lexicon because it contains only about 3000 nouns and
does not contain other parts of speech. But otherwise it follows the chosen model for the sematic
dictionary we want to construct.
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lexicons represent the model of argument-predicate and semantic representation.
But, on the other hand, they are far from covering all the treebank data.
In the following section we describe the model of the semantic dictionary
which we follow in our work.

3

The Semantic Lexicon

Our aim is to show how the construction of a semantic lexicon can be facilitated
by using the annotated linguistic relations in the treebank as supplementary to the
available, but incomplete Valency and Seed Semantic lexicons.
In our view, an elaborate semantic lexicon has to contain both pieces of information: subcategorization and semantics. Additionally, the argument positions in
the subcategorization need to be syntactically and semantically constrained.
As it was mentioned above, semantic information plays a crucial role in the
process of parse discrimination on which the construction of our treebank depends.
Thus, in order to support the selectional restrictions imposed by the valency dictionary and to facilitate its usage, we decided to compile a semantic lexicon along the
guidelines of SIMPLE project — [6]. Generally, the structure of the lexical items
follow the structure of predetermined templates which contain several fields and
relations between them. For consistency each template is connected to a concept in
the SIMPLE core ontology. It is worth mentioning that we follow an extended variant of the core ontology, namely - with taking into account Pustejovsky’s qualia.
Also the SIMPLE model of semantic lexicon includes representation of the valency
of the words together with constraints over the arguments. Another important advantage of the SIMPLE model is that it is compatible with WordNet model of a
semantic lexicon. Thus it is a good model for the creation of a semantic lexicon for
HPSG. Our goal is to create such a dictionary for Bulgarian with wide coverage.
In our work we used two lexicons which were at our disposal before the experiment with the extraction of additional information from the treebank:
The Valency Dictionary consists of 1000 most frequent verbs and their valency
frames. Each verb has a gloss and one or more frames. Each frame defines the
number and the kind of the arguments imposing morphosyntactic and semantic
restrictions over them. The original semantic restrictions over the arguments are
extracted and matched against the SIMPLE core ontology. The frames of the most
frequent verbs are compared to the corpus data (the morphologically annotated
corpus) and repaired if necessary (new frames are added, some of the existing
frames are deleted or fine-grained). We envisage to enlarge the coverage of this
dictionary with the help of some derivational means, such as the verb prefixes.
The second lexicon contains 3000 of the most frequent nouns. They are clas-

193

sified with respect to the ontological hierarchy without specifying the synonymic
relations between them. Also, the named entities and the adjectives have been
classified with respect to the same ontology. We call this dictionary Seed Semantic
lexicon.
In order to extend both lexicons we use the information encoded in the treebank. First, we annotated all the words in the treebank with the information available in the lexicons. Then we used the syntactic and co-referential information
encoded within the treebank in order to disambiguate the annotated words. Afterwards, we collected the new information and inspected it manually.

4

The Algorithm

In order to extend the coverage of the semantic information, we decided to rely
on the following corpus-based ‘scratch’ method along with the classification of the
words against the SIMPLE ontology:
1. Verb annotation.
Each verb in a sentence of the treebank is annotated with the frame descriptions from the Valency dictionary (if there is a lexical entry for the verb).
Each of the arguments in a frame of the verb is connected to some of the
verb dependents in the syntactic annotation. This is possible for the subject,
the direct object and the indirect object. Note that sometimes there is a mapping from an indirect object in the Valency dictionary to an adjunct role in
the annotation of the treebank.
2. Noun annotation.
Each noun in the treebank is annotated with all the semantic classes in the
semantic lexicon (if there is a lexical entry). On the one hand, this information is important for the verbs to select the appropriate arguments. On the
other hand, it helps to classify named entities with better accuracy.
3. Disambiguation.
This step is based on the idea of lexical chains: a set of coherently interrelated words in the text as presented in [2]. The connection between the
words is defined on the basis of lexical relations like synonymy, hyperonymy,
meronymy etc, which are classified as extra-strong, strong, medium, etc. The
words in a lexical chain are connected with relations that represent different
degrees of ontological similarity. We focused on extra-strong (i.e. literal repetition) and some of the strong relations, namely - the first type: when there
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is a synset (a set of synonyms) common to two different words, such as human and person, and the third type, namely when there is some kind of link
between a synset associated with each word if one word is a compound word
or a phrase that includes the other, such as school and private school. The
second type (when there is a horizontal link between synsets associated with
two different words, such as pre- cursor and successor) as well as medium
strong relations are not considered, because apart from the upper part, the
rest of the hierarchy is rather flat and therefore - unreliable. In the treebank
we define lexical chains on the basis of co-referential relations and apply the
idea of ontological similarity between the co-referent elements.
For each verb annotated with more than one frame we check whether some of
the arguments in some of the frames disagree with the morphological and/or
semantic information of the head noun of the corresponding element in the
syntactic structure. If such a disagreement exists we delete the frame from
the annotation of the verb.
For each noun annotated with more than one semantic class we check two
things: (1) whether some of the semantic classes disagree with the selectional restrictions of some frame of the verb in the sentence (if the noun is
a head noun mapped to some of the arguments in the frame). In this case
we remove the class from the annotation of the noun; (2) we are using the
coreferential relations with nouns or pronouns2 to rule out more semantic
classes.
These disambiguation rules are applied only when there are sure indicators
for them, otherwise we leave the ambiguity in the annotation unresolved.
4. Classification.
We classify the nouns in the text in equivalent classes on the basis of their
participation in a coreferential relation or their headedness towards the same
argument for different occurrences of the same verb. If there is an ambiguity,
several equivalent classes are constructed.
5. Manual validation.
An expert manually checks over the equivalent classes and creates appropriate lexical entries. For example, in the phrase ‘to write an application’,
‘application’ is added to the semantic class of the word ‘letter’.
2
We assume that two semantic classes agree with each other if they are the same or one is a
superclass of the other.
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5

Conclusion

Thus, a semantic lexicon can be built in a bootstrapping manner. It is unordered
(i.e. most of the hypernymic, synonymic, meronymic relations are hidden), but
lexically rich. Later, gradually, the lexical relations will be added to this lexicon.
Note that the Treebank contains implicitly other predicate-argument patterns,
which are extracted and processed as well. Here we have in mind not only all the
cases of type verb-dependent, but also some fixed phrases: idioms, parenthetical
expressions, verbs of saying which uniquely determine the semantic classes of their
syntactic context (dependent elements or heads).
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1

Subject of the paper

The motivation for this article is to describe a methodology for interrelating and
analyzing language and theory-specific corpus data from various languages. As
an example phenomeon we use information structure (IS, see [3]) in treebanks
from three languages: Spanish, Korean and Japanese. Korean and Japanese are
typologically close, while both are typologically different from Spanish. Therefore,
the problem of annotating IS is that there are diverging language-specific formal
linguistic means for the realization of IS-functions (like “topicalization / contrast”)
on various levels like prosody, morphology and word-order. Hence, it is necessary
to describe the relations between language-specific formal means and functional
views on IS, and how to operationalize these relations for corpus analysis.

2

The methodology

There are projects which deal with a corpus-based approach to IS, e.g. [2]. Nevertheless, these projects mainly deal with european languages, and — different to our
approach — they don’t rely on a dedicated methodology how to interrelate various
levels of IS-function and formal means. Our methodology (see fig. 1) relies on (A)
annotated corpora, which make use of a specific annotation format, and (B) a “conceptual level”, which serves as a formal description of IS and which encompasses
a set of language-specific or language-general “conceptual models”.
(A) Usually, a single document grammar is used for the creation and validation of a corpus. This imposes restrictions on the possibilities of structuring the
annotations and on their extensibility. [6] outlines a solution to this problem that
197

Figure 1: Overview of the methodology
allows for “multiple annotation hierarchies”. Key features of this annotation format, which is visualized in the left part of fig. 1, are that it is XML-based, that
modelling of alternative annotations based on different theoretical assumptions is
possible, that each annotation layer can be created separately, and that new layers
can be added at any time. Each annotation layer is represented in a separate XMLfile and has its own document grammar. For each language, the primary data serve
as an implicit link between multiple, separate annotations. Interrelations between
the annotations are declared separately, i.e. on the conceptual level (see below and
the right part of fig. 1), in order not to affect the annotation.
The annotations are transformed into Prolog facts. The Prolog fact base can
be queried with a dedicated query language. The query language makes use of a
closed set of predicates which define “positional relations” between annotations on
separate layers. Such relations like “endpoint_is_startpoint”1 , “endpoint identity”
or “inclusion”2 , can be derived from [1]. They are applied to textual data in the
corpus by referring to character positions in the string, e.g. two annotations have
the relation “identity” if they span the same range of characters.
1
2

See for example the annotations on layer n and layer 2 of language 1 in fig. 1.
See for example the annotations on layer 1 and layer 2 of language 2 in fig. 1.
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(B) A key characteristic of the methodology is that these positional relations
can be hypothetically declared at the conceptual level and / or heuristically derived
from the corpus data, cf. [4]. The relations can be applied in three ways. First,
as described above, they allow for the interrelation of annotations on different layers. Second, as can be seen in the right part of fig. 1, the relations can be used
to describe “interconceptual relations” in a conceptual model for a language. For
example the relation “endpoint_is_startpoint” between some annotations for language 1 can be interpreted as a relation between the concepts C2 and C-n, which
are part of a conceptual model for that language. And third, the relations serve
as interconceptual relations between different conceptual models, i.e. for different
languages. For example in fig. 1, the concept C2 from the model for language
2 and the concept C-n from the model for language 1 are related via the relation
“identity”.
[5] illustrate the application of this methodology to japanese data, which are
annotated according to several heterogeneous, theory-specific models of linguistic
phenomena. The description of relations between such heterogene annotation units
is done within the conceptual level. In the remainder of this paper, after describing
the properties of IS in the three languages in question (section 3), several use cases
for the methodology in the area of IS will be exemplified:
1. to describe relations between linguistic forms and IS-functions within one
language, making use of annotations on several layers (see example 1 in
section 4.1);
2. to interrelate language-specific, corpus-based descriptions of IS-functions on
the conceptual level (see example 2 in section 4.2); and
3. to explicate typological differences of two given languages on the conceptual
level (see example 3 in section 4.2).

3

Language-specific characteristics of IS

In terms of morphosyntax, it is usually said that Korean and Japanese are typologically closely related. Grammatical functions are normally morphologically marked
by particles or verbal suffixes which contain their own meaning features. Referring
to morphological elements such as the topic particles neun/eun (kor.) and wa (jap.)
and case particles i/ga/(l)eul (kor.) and ga/o (jap.), categories like definiteness,
genericity, topic/focus and contrast in a sentence can be described. The basic korean and japanese word oder is SOV but it is relatively flexible, i.e. scrambling is
permitted. Spanish has a mixed morphology using analytic as well as synthetic formation principles. This is especially true of the verbal system with person, number
199

and tense inflection but Spanish also makes extensive use of analytic tense and periphrastic aspect formation. The basic constituent order is considered SVO. While
Japanese and Korean have postpositions and are of the “complement–verb” and
“modifier–modified” order types, Spanish has the reverse order types and prepositions. In the following section we focus on the means each language uses to
realize the topic-focus-articulation and the related phenomenon of contrast. Spanish relies primarily on constituent order and intonation to realize these phenomena,
while Japanese and Korean additionally have explicit morphological means for this
purpose.

4

Application of the methodology to IS

In order to illustrate what can be done with our methodology, we will present possible cases for intra- and interlingual comparisons of the specific and general sets
of IS categories.

4.1 Description of intralingual relations
Case 1: In the first case we propose to interrelate annotations of language-general,
IS-functional categories with annotations of language-specific, formal categories.
This can be done describing the positional relations between annotations with respect to the primary textual data.
Example 1: A korean sentence with possible annotation layers.
Transl.: ‘‘The child drinks _tea_.’’ (And not someting else.)
Morph. : child-nom tee-topic drink-present-deklarative
1:Primary data: ai------ga cha-neun masi--n----da
2:Sentence
: ---------------S----------------3:Word
: ----W----- ----W--- ------W-----4:Particles
:
nom
top5:IS-function :
topical./contrast

In this example there are the primary textual data (visualized as layer 1) and
four annotation layers. Layers 2 and 3 express sentence and word segmentation.
Layer 4 contains the annotations of language-specific morphemes while layer 5
contains annotations of IS-functions. Bearing in mind that there are not enough
data available to derive a stable language-specific definition of IS-functions, e.g.
“topicalization / contrast”, this annotation permits a hypothetical and partial definition, though, as follows: Topicalization / contrast is positionally included in a
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stretch of text representing a sentence and it has a positional identity relationship
with a word unit which has a positional inclusion and endpoint identity relationship with a topic marker. Furthermore the word unit has neither starting point nor
endpoint identity with the including sentence unit. Since IS-functions can be realized via several combinations of language-specific formal means, their resulting
definitions as derived from the annotation are actually sets of definitions, each one
of them describing a pattern of a characteristic configuration of language-specific
means.
The advantage of the approach of multiple annotation is that such definitions
can be established and refined during every phase of elaboration of the corpus.
More layers can be added when more annotations are available or when diverse,
new theoretical viewpoints on the same primary data are adopted. The annotations
can be flexibly extended because they are not tied to a single, immutable document
grammar.

4.2 Description of interlingual relations
The following two cases illustrate how an interrelation of IS across languages is
possible. Different to the example in the last section, these cases mainly rely on
the conceptual level.
Case 2: For structurally similar languages like Japanese and Korean it can be
useful to query treebanks of the two languages using only one of the specific sets
of categories. In this case a treebank of Japanese could be transparently queried
with categories of a specific model for Korean. A common problem in defining
correspondences between the two sets of categories is that one of them has more
finegrained definitions of some categories than the other. Suppose, a given model
for Korean annotates two types of topicalization constructions: 1. topicalization
with object fronting (T1) and 2. topicalization including a topic morpheme (T2),
see example 2. In a given model for Japanese only a general category “topicalization” (T) might be annotated. A plain identification of the topicalization types in
the following example leads to a loss of information.
Example 2:
*
Korean
1:Prim. dat.:
2:Sentence :
3:Word
:
4:IS-catego.:
5:Particles :

cha---reul ai----ga masi--n----da
---------------S--------------------W----- ----W--- ------W---------T1---(object fronting)
akknom
pres.decl.
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*
Japanese
1:Prim. dat.:
2:Sentence :
3:Word
:
4:IS-catego.:

cha-----wa kodomo--ga nomu
-------------S----------------W---- ----W----- -W------T---*Added layer:
5:Particles :
top
nom
*Reconstructed categories:
6:IS-catego.: ----T2----

To solve this problem, a distinction of the two types of topic like in the korean annotation is created in the japanese annotation. This is done creating an
additional annotation layer describing particles. Then, using this morphological
information, the definition of topicalization in the japanese model can be refined
to distinguish the types T1 and T2. In the conceptual level, these definitions are
mapped on corresponding general concepts. These concepts allow for the interrelation of language-specific categories across languages.
Case 3: The last example focusses on the conceptual level and illustrates how
the methodology can be used to explicate typological differences between two languages. Suppose, Spanish and Korean are to be compared and for both languages
the same language-general concepts have been defined. Then, these concepts can
be redefined into several subordinate concepts, in order to make the typological
differences explicit.
Example 3:
*
Korean
1:Prim. dat.: cha---reul ai----ga masi--n----da
2:Particles :
akknom
3:Stress
: --1:Prim. dat.: cha---neun ai----ga masi--n----da
2:Particles :
topnom
3:Stress
:
*
Spanish
1:Prim. dat.: té bebe el niño
2:Stress
: -3:Gram. role: O- -V-- ---S---

(_tea_ drinks the child)

Continuing with an example of the IS-function concept “topicalization”, in
Korean the subconcepts “topicalization with fronted and stressed object” as well
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as “topicalization with object fronting plus topic marker” can be created. As for
Spanish, only the first concept can be applied. In this way, general superordinate
concepts are linked to the corresponding language-specific subordinate concepts,
i.e. definitions for each language. Thus, this simple conceptual level of topicalization types expresses a typological difference between Korean and Spanish, i.e. that
the korean concept “topicalization with object fronting plus topic marker” has no
corresponding realization in Spanish.
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